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Foundation-model agents, such as vision-language-action (VLA) policies, suffer from
action latency: the environment keeps changing while the policy computes. Faster
inference reduces this delay but does not eliminate it, and training with a delay chosen
in advance may not match the target deployment. Current benchmarks hide the problem
by pausing the environment during inference; evaluated in real time on an RTX 3090
GPU, VLA policies on 12 environments retain a median of only 6.6% of their zero-latency
return. We study how to estimate the residual latency of a deployment, adapt a policy
to it, and determine when the adaptation transfers. We introduce a latency profiling
and replay framework that models which delays occur and whether large delays occur
on consecutive requests, then replays new delay sequences in simulation. We find that
(1) Across five GPU types, three tasks, and two models, Temporal replay best matches
hardware-timed performance, reducing normalized mean absolute error (NMAE) from
8.93 to 3.81 percentage points compared with a fixed mean delay. (2) Training under
the target profile improves hardware-timed return in all 36 task–architecture pairs,
by 16% to 86% of zero-latency return, while transfer across delays is asymmetric and
task-dependent. (3) An explicit latency value can be essential when training across
delays, whereas the benefit of visual history depends on the task. Residual deployment
latency can be modeled and incorporated into policy training, although adaptation does
not generalize uniformly across latency regimes.
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Figure 1 | Latency-aware training improves real-time VLA performance. Across 12 game
and embodied-control tasks on an RTX 3090, OpenVLA, 𝜋0.5, and GR00T perform better after
training with the measured latency profile. Left: the evaluation environments. Right: return
before and after profile training, normalized by each original policy’s zero-latency mean; 100%
means equal performance.
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Figure 2 | Zero-latency-trained policies are highly sensitive to action delay: adding only a
few raw frames removes most of their performance. The three game panels report mean
return, while MIKASA reports success rate; action chunking improves robustness, but even
chunked policies retain only 6.0–7.5% success at a four-frame delay. Asterisks mark StarVLA
implementations (Appendix C).

1. Introduction

Foundation-model agents, such as vision-language-action (VLA) policies (Zitkovich et al., 2023;
Ghosh et al., 2024; Kim et al., 2025b; Black et al., 2025b,a), map images and task instructions
to actions. They suffer from action latency: while the policy computes, the environment keeps
changing. An enemy keeps moving, a humanoid keeps falling, and a rolling ball leaves the reach
of a robot arm. Current benchmarks hide this problem because they pause the environment
during inference. Without this pause, a delay of only two frames drops the success rate of VLA
policies on MIKASA Intercept Grab (Fast), where a robot arm must catch a rolling ball, from
50–64% to zero. Evaluated in real time on an RTX 3090 GPU, VLA policies on 12 environments
keep a median of only 6.6% of their zero-latency return.

Inference acceleration, such as quantization (Frantar et al., 2023), speculative decoding
(Leviathan et al., 2023), action chunking (Zhao et al., 2023), and asynchronous execution (Black
et al., 2025c), reduces latency, but nonzero delay remains. Delayed decision processes and real-
time reinforcement learning (RL) formalize acting under delay (Katsikopoulos & Engelbrecht,
2003; Ramstedt & Pal, 2019), and recent VLA methods train policies with delays chosen in
advance (Zhu et al., 2026; Huang et al., 2026; Gao et al., 2026). A chosen delay, however, may
not reflect which latencies occur in the target deployment, how often they occur, or whether
slow requests occur consecutively. Systems engineering addresses the same issue for networks
by recording and replaying real traces (Netravali et al., 2015) and designing for the slowest
requests (Dean & Barroso, 2013). We therefore pursue a complementary goal, latency awareness:
explicitly modeling the residual latency of a deployment and using that model during policy
training or action selection. We ask whether a profile estimated from measured traces can
reproduce the effect of deployment latency, whether a policy can adapt to this profile and
transfer when latency changes, and what information supports adaptation when a single image
reveals neither the delay nor how the scene changed.

To reproduce deployment latency, we introduce a latency profiling and replay framework.
It measures action latency, the time from capturing an observation until its predicted action
is ready, and fits a timing model called a latency profile. The profile estimates which delays
occur and whether slow requests occur consecutively; it does not predict the runtime of the
next request. Latency replay samples new delay sequences from the profile during simulated
interaction, reproducing timing rather than recorded actions. Across five GPU types, three
tasks, and two models, Temporal replay best matches hardware-timed performance, reducing
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normalized mean absolute error (NMAE) from 8.93 to 3.81 percentage points compared with a
fixed mean delay.

To study adaptation, we train a small RL teacher under replayed latency and distill it
into three VLA architectures, OpenVLA (Kim et al., 2025b), 𝜋0.5 (Black et al., 2025a), and
GR00T (NVIDIA et al., 2025), in their StarVLA implementations (StarVLA Community, 2026),
on 12 environments spanning games (Bellemare et al., 2013; Kempka et al., 2016) and embodied
control (Todorov et al., 2012; Towers et al., 2024; Cherepanov et al., 2026a; Sferrazza et al., 2024).
The central test is whether a profile learned from the target machine can reproduce the effect of
that machine’s latency during training. Policies trained in simulation under the target profile
improve hardware-timed return on the RTX 3090 in all 36 task–architecture pairs, by 16% to
86% of the zero-latency return. Transfer across delays is asymmetric and task-dependent: on
Demon Attack, a policy trained at 16 frames retains 85% of the same-delay reference at 8 frames,
whereas the reverse retains only 27%, and on Flappy Bird policies work only near their training
delay.

Finally, an explicit latency value in the prompt raises the return of a mixed-latency Flappy
Bird policy from below 20 to 268–434, because the same frame can call for different actions
under different delays. Visual history also helps, but the best representation depends on the
task.

We contribute: (1) a 12-task, three-architecture evaluation that exposes the latency gap
hidden by world-pausing evaluation; (2) a profiling and replay framework that converts
measured traces into reproducible training and evaluation conditions; and (3) evidence for
when residual-latency adaptation improves hardware-timed control, transfers across delays,
and benefits from timing information.

2. World-Pausing Evaluation Hides Latency Failures

2.1. Latency Conditions

Throughout the paper, 𝑡 denotes time in milliseconds, 𝑘 indexes environment frames, and
𝑖 indexes inference requests. A frame is one benchmark environment step and lasts 𝑇frame
milliseconds. An inference request asks the policy for an action, or an action chunk of 𝐻 future
actions (Zhao et al., 2023), from one observation. Its action latency Δ𝑡𝑖 runs from observation
capture until the predicted action is ready, including preprocessing, communication, model
inference, and action decoding; inference time covers only the model computation. In frames,

Δ𝑘𝑖 =

⌈
Δ𝑡𝑖

𝑇frame

⌉
. (1)

For example, at 20 frames per second, 𝑇frame = 50 ms, and both 75 ms and 100 ms give Δ𝑘𝑖 = 2.
A fixed delay shared by all requests is written Δ𝑡 or Δ𝑘. Appendix B lists all notation.

We evaluate policies in three settings, distinguished by how the environment advances
while the policy computes. World-pausing evaluation (effective zero latency) freezes the
environment until the action is ready, so Δ𝑘𝑖 = 0; it is the reference for all other conditions.
Hardware-timed evaluation lets the environment advance while the model runs on the target
hardware. Latency simulation advances the environment according to delays supplied by a
timing model, which supports controlled delay sweeps and reproducible replay without waiting
for model inference. The model is either a fixed delay Δ𝑘 for every request or a latency profile
fitted to measured requests on a target deployment (§3). We name each policy by its training
condition: a zero-latency-trained policy is trained with world-pausing, a fixed-delay policy with
one Δ𝑘, a mixed-latency policy with a different fixed delay in each episode, and a profile-trained
policy with a latency profile.
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Figure 3 | Latency profiling and replay pipeline. We measure action latency on the target
deployment, fit a latency profile, replay sampled delays during training, and evaluate the
adapted VLA under the same timing process. (a) An RL teacher learns while its predicted
actions are delayed in the simulator. (b) The frozen teacher labels demonstrations for VLA fine-
tuning and, optionally, states visited through DAgger. (c) The trained VLA is evaluated with
the configured task, latency, and visual-history inputs while its actions are delayed according to
the target profile.

2.2. How Large Is the Gap of World-Pausing Evaluation?

Setup. We take zero-latency-trained OpenVLA, 𝜋0.5, and GR00T policies1 and change only the
latency at evaluation. Figure 2 sweeps fixed delays on Flappy Bird, Demon Attack, Deadly
Corridor, and MIKASA Intercept Grab (Fast). Table 1 evaluates 12 tasks in real time on an RTX
3090 GPU, where the environment keeps advancing while the policy runs: its Zero/Zero and
Zero/Real rows give the training/evaluation conditions, where Real denotes this hardware-
timed evaluation. An episode’s return is its undiscounted total reward until termination or the
evaluation limit, and 𝑅̄(𝜋; 𝐿) is the mean episode return of policy 𝜋 under latency condition 𝐿,
with 𝐿 = 0 for zero latency. We report

RelativeReturn(𝜋; 𝐿 | 𝜋ref) = 100
𝑅̄(𝜋; 𝐿)
𝑅̄(𝜋ref; 0) , (2)

where 𝜋ref is the zero-latency-trained policy for the same task and architecture. For a frozen
policy, 𝜋ref = 𝜋. When we compare policies before and after latency training (Figure 1), both
share the original policy’s zero-latency return as the denominator, so a trained policy can
exceed 100%; because the two are separately trained checkpoints, such values can also reflect
differences in training data and convergence, not only latency. The MIKASA panel of Figure 2
reports success rate over 200 episodes. Environment details are in Appendix C.

A delay of one or two frames is enough to fail. With a two-frame delay, the six policies on
Flappy Bird and Demon Attack keep only 1.2–7.1% of their zero-latency return. On Flappy Bird,
even one frame (about 33 ms) leaves 4.2–5.3%. On MIKASA, single-action policies fall from
50.0–63.5% success at zero delay to zero at two frames. Policies that predict eight-action chunks
degrade more slowly but still fall to 6.0–7.5% at four frames.

Real GPU latency causes the same failure. Evaluated in real time on the RTX 3090, the median
of the 36 zero-latency-trained policies keeps 6.6% of its return, and 26 of them keep less than
20%. The four Gymnasium control tasks are affected most, with a median of 2.1%. Sensitivity
depends on the task: on AirRaid, policies keep 35–71% of their return, but on Asterix only
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Figure 4 | Held-out sim-to-real calibration. We fit each latency profile on 25 hardware runs
and test how well simulated returns predict 25 held-out hardware runs across 30 task–model–
GPU cases. Rows show OpenVLA and GR00T; columns compare Fixed, Normal, IID, and
Temporal profiles. Colors identify tasks, marker shapes identify GPU types, and the dashed
line marks exact agreement. Temporal replay best matches hardware-timed performance,
reducing normalized mean absolute error from 8.93 percentage points with Fixed replay to 3.81
percentage points.

2.5–6.5%. Because the policies were trained with different budgets, Figure 2 measures sensitivity
to delay, not a ranking of architectures. A policy should therefore be trained and tested under
the latency it will face. To do this without repeatedly using the target deployment, we must
first replay its latency in simulation.

3. Profiling and Replaying Deployment Latency

Deployment latency is not fixed, and running every training episode on target hardware would
be expensive. We therefore fit a latency profile to measured action latencies and replay it during
new interactions (Figure 3). The profile models both the delay distribution and whether large
delays occur consecutively.

3.1. Actions Under Delay

The simulator separates predicting an action from applying it. Request 𝑖 observes frame 𝑘obs
𝑖

and predicts an action 𝑎′
𝑖
, or a chunk (𝑎′

𝑖,1, . . . , 𝑎′
𝑖,𝐻); the prime marks a prediction, and 𝑎𝑘 is the

action applied at frame 𝑘. The prediction becomes available at

𝑘
ready
𝑖

= 𝑘obs
𝑖 + Δ𝑘𝑖. (3)

For example, at 20 frames per second, a request that observes frame 10 and takes 150 ms has
Δ𝑘𝑖 = 3 and is ready at frame 13. Meanwhile the environment keeps advancing under a fixed

1We use the StarVLA (StarVLA Community, 2026) implementations of all three architectures; the exact checkpoints
are listed in Appendix C.
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Figure 5 | What must a latency profile reproduce? We compare whether each generator matches
both the distribution and temporal ordering of measured action latency. The top row shows
latencies in request order, with marker shape identifying the serving model process; the bottom
row compares latency distributions, with measurements outlined in gray. Only the Temporal
generator preserves the long sequences of consecutive slow requests seen in the hardware trace.

execution rule: it continues an existing chunk, repeats the previous action, or applies a no-op.
In chunked configurations, the next request also receives the action prefix, the actions already
committed to execution, so the policy knows what will happen while it computes. In simulation,
delays are assigned, so the simulator’s own computation does not advance the environment
clock. Appendix B.2 gives the ordering and capacity rules.

3.2. Latency Profiles and Replay

To build a profile, we run the policy on the target deployment and record the action latency
Δ𝑡𝑖 of every request, in order, along with its episode and measurement run. Keeping the
order preserves sequences of consecutive slow requests. A latency profile 𝐿 is a model fitted
to these measurements that generates an ordered sequence of action latencies Δ𝑡𝑖: it models
how frequently different delays occur and whether several consecutive requests have large
delays. It describes a complete setup, including the model, the software, and the machine, and
it also models inference capacity (Appendix D). A fixed delay is a constant profile. Latency
replay samples a new delay sequence from 𝐿 during fresh task interactions, rather than replaying
recorded actions or trajectories. It converts each delay to frames with Eq. 1 and applies the
rules above, while an existing task simulator supplies dynamics and rewards. We use the same
replay for training and for simulated evaluation. Applying a profile to another task transfers
only the deployment timing, not that task’s measured latency.

3.3. Four Profile Models

Let Δ𝑡1, . . . , Δ𝑡𝑁 be the ordered measurements from the target deployment, with mean 𝜇̂, stan-
dard deviation 𝜎̂, and empirical distribution 𝐹. We compare four generators that keep increas-
ingly more of the measured pattern:

Fixed: Δ𝑡𝑖 = 𝜇̂, Normal: Δ𝑡𝑖 = max(0, 𝑥𝑖), 𝑥𝑖
iid∼ N(𝜇̂, 𝜎̂2),

IID: Δ𝑡𝑖
iid∼ 𝐹, Temporal: Δ𝑡𝑖 | 𝑠𝑖 ∼

{
𝐹base, 𝑠𝑖 = normal,
(1 − 𝑞) 𝐹base + 𝑞 𝐹slow, 𝑠𝑖 = slow.

(4)

6



Fixed preserves only the measured mean, and Normal the mean and variance. IID preserves how
often each delay occurs, including rare large delays, but samples each request independently.
Temporal additionally models consecutive periods of large latency through a hidden state
𝑠𝑖 ∈ {normal, slow}. For each inference process, we use the smallest median busy time across
episodes as a baseline. A request is slow when its process remains busy for more than 1.25 times
this baseline. Slow requests that are close in the trace are merged into slow periods. From a
normal state, each request starts a slow period with probability 𝑝; the period lasts 𝐷 requests,
with 𝐷 drawn from the measured period lengths, and within it a fraction 𝑞 of requests draws
from the slow distribution 𝐹slow. All of 𝑝, 𝐷, 𝑞, 𝐹base, and 𝐹slow are fitted to the trace; the
per-worker version and the modeling of inference capacity are specified in Appendix D.

The difference between IID and Temporal lies in consecutive requests. Let 𝜋 be the overall
fraction of slow requests. Under IID, 𝑟 consecutive requests are all slow with probability 𝜋𝑟.
Under Temporal, inside a slow period this probability is 𝑞𝑟, and 𝑞 ≥ 𝜋 because slow periods
contain every slow request. For illustration, with 𝜋 = 0.1 and 𝑞 = 0.5, a run of five slow requests
is about 3,000 times more likely inside a slow period than under IID. Such a sequence delays
many consecutive actions, so a policy that tolerates isolated slow requests can still fail when
they occur consecutively.

3.4. Temporal Profiles Best Match Hardware-Timed Performance

Temporal profiles best reproduce hardware-timed performance. Across 30 cases spanning
five GPU types, three tasks, and two models, Temporal achieves the lowest overall calibration
error: 3.81 percentage points, compared with 8.93 for Fixed, 6.55 for Normal, and 4.58 for IID
(Figure 4).

We evaluate OpenVLA and GR00T on Flappy Bird, Inverted Pendulum, and MIKASA
Intercept Grab (Fast) using RTX 3090, RTX 4090, RTX 5090, L40S, and A100 GPUs. Each profile is
fitted on 25 real runs and evaluated against 25 held-out real runs, with two consecutive episodes
per run. Hardware-timed execution and simulation use the same calibrated clock within each
case (Appendix E). We report normalized mean absolute error (NMAE), using the task/model
zero-latency return as the reference.

The measured trace contains consecutive high-latency requests (Figure 5). IID disperses
them, whereas Temporal preserves their order and the resulting sequence of delayed actions.

4. Latency Adaptation and Generalization

We next test whether profile training improves hardware-timed performance (§4.2), how it
compares with training at the mean latency (§4.3), and whether a trained policy transfers across
delays (§4.4) and tasks (§4.5).

4.1. Training Recipe

We keep the training recipe standard, so that the latency condition is the variable of interest.
Training a VLA directly with RL is expensive, so we distill a small teacher. RL first trains the
teacher to maximize task reward in the delayed simulator of §3.1 under the chosen latency
condition: a fixed delay, one fixed delay per episode, or a profile. The latency model determines
when each predicted action becomes available; it does not provide the teacher’s training
examples, which come from new simulator rollouts. The frozen teacher then supplies action
labels, and the VLA learns them by supervised fine-tuning (SFT). Chunked configurations
additionally use DAgger (Ross et al., 2011): the VLA acts in the same delayed simulator,
and the teacher labels the states it visits. All VLAs use the StarVLA (StarVLA Community,
2026) implementations of OpenVLA, 𝜋0.5, and GR00T. During evaluation, all weights are fixed.
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Table 1 | Core results. Training with the measured RTX 3090 latency profile improves the
real-time return in all 36 task–architecture pairs. Zero/Zero is the original policy without delay;
Zero/Real runs that policy during live inference; Target/Real first trains with the matched
profile and then evaluates in real time. Cells report mean episode return on each task’s native
scale.

Games Embodied Control

Architecture Condition
Demon
Attack Asterix Atlantis AirRaid

Deadly
Corridor

Flappy
Bird Ant Hopper

Inverted
Pendulum Walker2D

Balance
(simple)

Intercept
GrabFast

OpenVLA
Zero/Zero 2.36k 5.80k 39.56k 2.00k 2.10k 439.1 5.57k 1.42k 1.00k 983.9 275.6 36.1
Zero/Real 584.4 374.5 18.59k 878.8 742.4 19.2 194.3 67.9 19.8 103.7 50.7 18.6

Target/Real 1.45k ↑ 3.65k ↑ 39.23k ↑ 2.35k ↑ 2.09k ↑ 373.8 ↑ 1.85k ↑ 424.6 ↑ 586.9 ↑ 857.4 ↑ 114.6 ↑ 25.8 ↑

𝜋0.5

Zero/Zero 2.35k 5.76k 39.62k 1.94k 2.10k 408.7 5.78k 3.48k 1.00k 3.63k 328.6 36.8
Zero/Real 112.3 143.5 4.37k 1.39k 140.9 5.6 131.6 8.4 20.2 81.0 46.8 8.1

Target/Real 907.3 ↑ 1.02k ↑ 26.45k ↑ 3.23k ↑ 1.45k ↑ 344.5 ↑ 1.77k ↑ 235.2 ↑ 830.4 ↑ 371.1 ↑ 72.3 ↑ 17.6 ↑

GR00T
Zero/Zero 2.37k 5.71k 39.66k 2.10k 2.10k 428.5 6.22k 872.8 1.00k 3.53k 267.5 33.5
Zero/Real 231.9 182.0 8.17k 733.8 341.8 6.6 165.4 8.6 15.6 63.2 45.3 14.3

Target/Real 1.20k ↑ 1.44k ↑ 28.49k ↑ 1.59k ↑ 2.09k ↑ 414.5 ↑ 1.96k ↑ 242.6 ↑ 1.00k ↑ 852.9 ↑ 90.4 ↑ 25.2 ↑

Appendices B.1 and C give the objective, environments, and hyperparameters; Appendix J
reports teacher training and evaluation. We use the measured profile because it represents
the deployment condition. A separate small-teacher sweep finds no training distribution that
dominates across settings (Appendix F).

4.2. Profile Training Improves Hardware-Timed Performance

Training in simulation with the RTX 3090 profile improves hardware-timed return on the real
GPU in all 36 task–architecture pairs, although the amount of recovery varies substantially
across tasks. Table 1 reports three conditions per task and architecture. Zero/Zero is a zero-
latency-trained policy evaluated without latency; Zero/Real is the same policy evaluated in real
time on the RTX 3090; Target/Real is a policy trained in simulation with the architecture-specific
RTX 3090 profile and then evaluated in real time on the RTX 3090. Training never uses the
GPU’s real-time loop; only the evaluation does. Figure 1 shows Zero/Real and Target/Real as
percentages of Zero/Zero.

Environment rate. A latency in milliseconds becomes a frame delay through the environment
rate. Six tasks in Table 1 use one benchmark rate across architectures, and profile training
improves all 18 of their task–architecture pairs. For Flappy Bird, AirRaid, and the four MuJoCo
tasks, whose native rates exceed VLA inference speed, we set each architecture’s control rate
so that its mean RTX 3090 latency spans about one decision step. Appendix C details the
rates, decision strides, and conversions (Table 5). Fixed-delay sweeps use each benchmark’s
standard rate. The game policies in Table 1 additionally use an eight-step decision history, so
their zero-latency references differ from Figure 2.

On Flappy Bird, zero-latency-trained policies keep only 1–4% of their return, while profile-
trained policies reach 84–97%. The gain, averaged over the three architectures, ranges from
16% of the Zero/Zero return on Balance (simple) to 86% on Flappy Bird. Tasks with simple
dynamics recover most: on Inverted Pendulum, trained policies reach 59–100%. Locomotion
recovers least: on Hopper, trained policies reach 7–30%. On AirRaid, two of the three trained
policies even exceed their Zero/Zero reference.

How close does the VLA get to its teacher? Table 11 compares each teacher’s return with the
corresponding VLA’s. On Hopper, the teacher used for OpenVLA attains a return of 3,657.6,
while the VLA attains 424.6, or 11.6% of the teacher reference. Thus, a low VLA return can
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coexist with a much higher teacher return. The table flags unequal episode limits; the appendix
protocol notes describe other evaluation differences that limit interpreting the ratio as learning
fidelity.

4.3. Mean-Delay versus Profile Training

Archived profile-trained policies have higher observed returns on three of four tasks, while
Flappy Bird returns are similar. We compare training at the fixed mean of a measured latency
profile with training under the full profile. Both conditions use OpenVLA H1, which predicts
one action per request, with one training seed and 5,000 updates. The mean-trained policies are
evaluated under the original RTX 3090 Temporal profile replay and compared with archived
profile-trained results.

Table 2 reports raw episode returns and profile gain relative to the mean-trained return.
Profile-trained returns are 29.0% higher on Deadly Corridor and 27.5% higher on Ant. The
largest gap is on Intercept, where return is 413.4% higher and success is 51% versus 9% on the
same 100 environment seeds. On Flappy Bird, profile-trained return is 2.9% lower.

A fixed mean omits request-to-request delay variation and consecutive slow requests present
in a measured profile.

Comparison scope. Inference-pool placement, evaluator versions, or batching differ between
the archived and mean-trained evaluations. Ant compares 20 archived hardware-timed episodes
with 100 profile-replay episodes, and its training global batch changes from 16 to 128. The
return gaps cannot be attributed solely to the training latency distribution.

Table 2 | Archived profile-trained policies have higher returns on Deadly Corridor, Ant, and
Intercept Grab (Fast), while Flappy Bird returns are similar. Cells report raw mean episode
return ± population standard deviation for single-seed OpenVLA H1 checkpoints (one action
per request). Profile gain is 100(𝑅̄profile/𝑅̄mean − 1) using unrounded means. Bold marks the
higher return mean within each task; the gain row is shaded and bold. Red ↑ and green ↓ mark
positive and negative gain. Evaluation protocols differ across conditions.

Games Embodied Control

Task Flappy Bird Deadly Corridor Ant Intercept Grab (Fast)

Mean-trained 384.82 ± 116.79 1620.80 ± 913.62 1453.84 ± 693.73 3.54 ± 7.07
Profile-trained 373.78 ± 126.83 2091.23 ± 579.61 1853.33 ± 508.69 18.20 ± 15.34

Profile gain (%) -2.9%↓ +29.0%↑ +27.5%↑ +413.4%↑

4.4. Transfer Across Latency Is Asymmetric and Task-Dependent

In Demon Attack and Deadly Corridor, policies trained with longer delays transfer more reliably
to shorter delays than the reverse, whereas Flappy Bird policies remain strongest near their
training delay. We train one fixed-delay OpenVLA policy per delay on Flappy Bird, Demon
Attack, and Deadly Corridor, and evaluate every policy at every delay (Figure 6). Relative
to each task’s zero-latency return, the cells where the training delay exceeds the evaluation
delay (below the diagonal) average 37% on Demon Attack and 49% on Deadly Corridor, while
the cells above the diagonal average 6% and 24%. MIKASA, where chunked policies receive
the committed action prefix, shows the same pattern (77% vs. 40% of zero-latency success),
although its columns differ in checkpoint budget and evaluation episodes (Appendix M.3).
Calling the policy trained at the test delay the same-delay reference, on Demon Attack a policy
trained at 16 frames reaches 85% of this reference at 8 frames, whereas a policy trained at 8
frames reaches only 27% of it at 16 frames.
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Figure 6 | Latency adaptation is asymmetric. Demon Attack, Deadly Corridor, and MIKASA
transfer more reliably from longer training delays to shorter evaluation delays, while Flappy
Bird performs mainly near matching delays. Game results use one training run and 20 evalua-
tion episodes; Appendix M.3 gives the MIKASA settings.

A possible explanation is that long-delay training repeatedly exposes the policy to observa-
tions whose actions take effect only after the scene has changed; strategies learned from this
experience may remain useful at shorter delays, whereas short-delay training does not provide
the reverse exposure. Where no single delay transfers, as on Flappy Bird, the policy must be
trained across delays and told which one it faces (§5.1).

4.5. Transfer Across Tasks

Mixed-latency training on Demon Attack achieves higher delayed returns on Atlantis and
AirRaid, while transfer to Asterix depends on the evaluation delay. Figure 7 compares two
policies trained on Demon Attack, one at zero latency and one with mixed latencies. We evaluate
both on Demon Attack, Asterix, Atlantis, and AirRaid at fixed delays of 0, 2, and 4 raw frames.
Each point is the mean episode return over 20 evaluation episodes.

At four frames, the mixed-latency policy attains returns of 5,010 versus 2,000 on Atlantis
and 178 versus 15 on AirRaid. On Asterix, the advantage reverses between two and four frames.
The mixed-latency policy attains returns of 262 versus 202 at two frames, but 178 versus 212 at
four frames. On Demon Attack, the training task, the four-frame return is 3,510 versus 96.

Higher delayed returns therefore extend to some companion tasks. The Asterix reversal
shows that the direction of transfer depends on both the task and the evaluation delay.
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Figure 7 | Cross-task gains depend on the task and evaluation delay. Mixed-latency training on
Demon Attack yields higher delayed returns on Atlantis and AirRaid, while Asterix has lower
return at four frames than with zero-latency training. Gray and purple denote zero-latency and
mixed-latency training, respectively. From left to right, panels show Demon Attack, Asterix,
Atlantis, and AirRaid, evaluated at delays of 0, 2, and 4 raw frames. Each point is the mean
episode return over 20 evaluation episodes.
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Figure 8 | Visual history helps, but no input interface is best across all three tasks. We compare
five OpenVLA history representations with WanOFT, a separate world-model policy based on
Wan2.2 (Team Wan et al., 2025). Results are measured at 3 frames of delay for Flappy Bird and 6
frames for Demon Attack and Deadly Corridor, relative to the single-frame baseline at the same
delay; 100% means no change. Error bars are 95% confidence intervals over evaluation episodes
from one training run. Ghost trail was not evaluated on Deadly Corridor.

Table 3 | Explicit latency prompts improve return across most delays. Flappy Bird improves at
all five delays; Demon Attack improves at four. Cells show mean return ± the half-width of a
two-sided Student-𝑡 95% confidence interval over 20 evaluation episodes.

Task
Latency

in prompt
Evaluation latency

0 1 2 3 4

Flappy
Bird

Yes 433.8 ± 15.7 434.0 ± 22.2 341.3 ± 69.2 290.3 ± 81.2 267.6 ± 69.0

No 18.8 ± 7.3 14.3 ± 7.3 9.4 ± 3.1 6.5 ± 1.6 4.5 ± 0.4

Demon
Attack

Yes 7409.0 ± 302.6 6558.0 ± 509.7 5551.2 ± 474.2 4038.0 ± 896.4 3630.0 ± 717.4

No 3814.8 ± 947.9 4392.5 ± 851.8 4478.8 ± 516.9 4091.2 ± 877.5 1995.2 ± 705.5

5. What Information Supports Latency Adaptation?

We test two sources of timing information: an explicit latency value tells the policy how many
frames its action will be delayed, while recent images show how the scene changed during that
delay. A single frame provides neither.

5.1. Textual Latency Signals

In the Flappy Bird mixed-latency experiment, the explicit latency value separates success
from failure. Under different delays, the same frame can call for different actions, because
earlier actions will take effect at different times. Without the delay value, the same input is
therefore paired with conflicting action labels. We call this ambiguity latency aliasing. We train
two OpenVLA policies on Flappy Bird on the same mixed-latency data with delays of 0 to 4 raw
frames (30 Hz) and the same budget; only one prompt states the delay. Across test delays of 0
to 4 frames, the policy with the latency value reaches a mean return of 268–434, and the policy
without it stays below 20 (Table 3). The prompt supplies the delay assigned to the evaluation
condition; it does not predict the runtime of an individual future hardware request. In §4.2,
each task-specific policy keeps the latency value used during its training in the prompt.

Demon Attack shows the same overall pattern in a higher-score Atari setting. At post-
training step 7,000, the mixed-latency policy with explicit latency text reaches aggregate mean
reward 5,437 versus 3,755 without the latency text over the five evaluation delays. The prompt-
aware policy is better at latencies 0, 1, 2, and 4; latency 3 is effectively tied. Thus the latency
sentence is not only useful for the sparse Flappy Bird failure case, but also improves a denser
shooter task where the correct action depends on when the chosen action will actually execute.
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5.2. Visual History

Recent frames help, but the best format depends on the task. The latency value states how
long the delay is, not what happened during it. We compare six inputs (Figure 8): the current
frame; a ghost trail that draws recent object positions on one image; four recent frames shown
separately or in a 2 × 2 grid; KV memory, which caches keys and values from up to three
earlier frames; and WanOFT, a StarVLA implementation (StarVLA Community, 2026) that
processes five ordered frames with a Wan2.2 backbone (Team Wan et al., 2025) and an OFT
action head (Kim et al., 2025a). WanOFT serves as a different-architecture reference. We train
and test with fixed 3-frame delays on Flappy Bird and 6-frame delays on Demon Attack and
Deadly Corridor (Appendix Table 9).

No format is best everywhere. The ghost trail improves Flappy Bird return by 16% over the
current frame but does not help on Demon Attack, where KV memory gives the largest gain
(14%). On Deadly Corridor, the four-frame grid is best. More frames are not necessarily better:
WanOFT only matches the ghost trail on Flappy Bird and does not improve over a single frame
on Demon Attack.

Describing latency is not acting under it. In an exploratory study (Appendix I), GPT-6 As-
tra (OpenAI, 2026) reviews a frozen OpenVLA’s action chunks under a known 100 ms delay
on MIKASA Intercept Grab (Fast). Its assessments track when each chunk will execute and
sometimes predict a miss, yet we observe few successful recoveries. Describing the delay alone
did not yield control under it.

6. Related Work

Measuring and replaying deployment conditions. Systems research replays recorded network
traces to test web applications (Netravali et al., 2015) and designs services for slow requests,
or tail latency (Dean & Barroso, 2013). For agents, PEERNet profiles sensing, networking, and
inference in robots (Narayanan et al., 2024), while VLA-Perf compares inference cost across
hardware (Jiang et al., 2026b). Real-time benchmarks map median inference time to a fixed
delay (Thodoroff et al., 2022). ReflexBench advances manipulation during inference (Chen
et al., 2026), while Bench2Drive-Robust evaluates delayed driving (Zhang et al., 2026). We fit a
reusable profile, including consecutive slow requests, and replay it for training and evaluation.
Reducing and adapting to latency. Quantization (Lin et al., 2024; Xiao et al., 2023) and specu-
lative decoding (Leviathan et al., 2023) shorten inference; VLA caching (Xu et al., 2025b) and
action chunking (Chi et al., 2025) amortize it; asynchronous execution overlaps inference with
action delivery or corrects stale chunks (Black et al., 2025c,d; Tang et al., 2025; Sendai et al.,
2025). We study a complementary direction: estimating residual latency from measured runs
and adapting the VLA under replayed timing.
Learning under delay. Delayed decision processes and real-time RL model stale observations
and actions (Walsh et al., 2009; Travnik et al., 2018; Ramstedt & Pal, 2019; Ramstedt et al.,
2021). ARLI (Zhu et al., 2026), TIC-VLA (Huang et al., 2026), SmoothRL (Gao et al., 2026), and
training-time real-time chunking (Black et al., 2025d) train under fixed or hand-chosen random
delays; teacher distillation (Xu et al., 2025a) and DAgger (Ross et al., 2011) are standard for VLA
learning. We retain this recipe, derive delays from measured profiles, and study transfer across
them.
Representing time. Temporal VLAs and memory modules encode recent frames, action conse-
quences, or longer context (Jang et al., 2025; Lian et al., 2026; Ma et al., 2026; Shi et al., 2026; Li
et al., 2026); Appendix A discusses them further.
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7. Conclusion and Limitations

Faster inference reduces but does not eliminate action latency. World-pausing evaluation
hides its cost: on a real GPU, most policies lose most of their return. Accurate evaluation
requires the target deployment’s latency profile because mean latency alone cannot reproduce
its performance. Training with a measured profile improves hardware-timed performance, but
transfer across delays remains asymmetric and task-dependent. Inference acceleration and
policy adaptation are complementary: one reduces the delay, while the other prepares the agent
to act under the remaining latency.

Our study is limited to controlled-clock digital environments, which permit reproducible
timing but do not establish transfer to physical systems. Future work should reach native control
rates, validate profiles across more tasks and deployment sessions, and combine latency-aware
training with asynchronous execution methods.
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A. Extended Related Work

A.1. Reducing and Compensating for Inference Latency

Model lineages and faster inference. RT-1 (Brohan et al., 2023) and RT-2 (Zitkovich et al., 2023)
established large-scale language-conditioned robot policies, while Octo (Ghosh et al., 2024),
𝜋0 (Black et al., 2025b), 𝜋0.5 (Black et al., 2025a), and GR00T N1 (NVIDIA et al., 2025) broadened
the range of generalist action models. The cited papers identify model families; the OpenVLA,
𝜋0.5, and GR00T rows in our experiments use StarVLA (StarVLA Community, 2026) with
Qwen backbones and the checkpoints specified in Appendix C, rather than the original papers’
weights. General inference methods reduce model-side compute through weight or activation
quantization (Frantar et al., 2023; Lin et al., 2024; Xiao et al., 2023) and speculative decoding
for autoregressive generation (Leviathan et al., 2023). Adaptive computation varies how much
work an input receives through recurrent halting (Graves, 2016), early exits (Teerapittayanon
et al., 2016), or dynamic routing (Wang et al., 2018). Quantization, speculative decoding, and
adaptive computation can change inference time, but do not specify what a policy should do
when the environment advances during that time.

OpenVLA-OFT speeds action generation with parallel decoding and action chunking (Kim
et al., 2025a); SmolVLA combines a smaller backbone with asynchronous deployment (Shukor
et al., 2025); and VLA-Cache reuses visual-token representations (Xu et al., 2025b). ACT (Zhao
et al., 2023) and Diffusion Policy (Chi et al., 2025) popularized predicting action sequences
instead of a single action per inference call. Chunking amortizes inference over several control
steps, but the chunk must still be reconciled with observations and actions that change before
the next result arrives.

Execution while a policy computes. Real-Time Chunking (RTC) inpaints actions already
committed to execution when generating the next chunk (Black et al., 2025c); training-time
action conditioning learns this prefix continuation and avoids the inference-time inpainting
step (Black et al., 2025d). FutureRTC predicts the context at action execution (Jiang et al., 2026a),
whereas VLASH rolls the robot state forward from committed actions to align new chunks with
their future execution interval (Tang et al., 2025). DynamicVLA continuously streams recent
predictions (Xie et al., 2026), and a comparison of asynchronous VLA methods evaluates how
such choices respond to increasing fixed control-step delays (Agouzoul, 2026). Timestamp-based
scheduling can reject actions that are no longer feasible without changing policy weights (Ruan
et al., 2026). A2C2 instead adds a fast correction head using a fresh observation (Sendai et al.,
2025); Real-Time EXPO-FT trains an edit policy for asynchronously generated chunks (Dong
et al., 2026); and 𝜋R2 separates fresh proprioception from slower vision-language features (Park
& Tulsiani, 2026). Our target-profile training fine-tunes VLA weights on trajectories collected
under replayed device delays; the resulting policy needs no separate correction module at
inference time.

A.2. Training and Evaluating under Latency

Delayed decisions and control. Delayed Markov decision processes (Katsikopoulos & Engel-
brecht, 2003) and delayed-feedback planning (Walsh et al., 2009) make the age of observations
and actions part of the decision problem. Reactive RL (Travnik et al., 2018) and real-time
RL (Ramstedt & Pal, 2019) explicitly account for computation while the environment evolves.
DCAC handles random action and observation delays through off-policy value estimation (Ram-
stedt et al., 2021); other real-time RL work uses augmented histories and temporal skip con-
nections (Anokhin et al., 2025). Model-based controllers (Chen et al., 2021) and delay-robust
controllers (Xia et al., 2025) likewise account for delayed transitions or actions. ARLI fine-tunes
a generalist flow policy through a lightweight steering policy that sees committed actions and
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an intermediate observation (Zhu et al., 2026). TIC-VLA trains a navigation controller with de-
layed VLM features, explicit reasoning latency, and ego-motion (Huang et al., 2026). SmoothRL
models asynchronous action-chunk execution during online RL and propagates value gradients
only through actions actually executed. Its reported implementation uses a fixed latency budget,
freezes the base policy, and trains an attached network in action space (Gao et al., 2026). Our
study extends learning under delay to a fitted deployment profile: we use the profile to collect
delayed-control demonstrations and fine-tune VLA weights, and separately evaluate transfer
between fixed delays.

World-pausing and real-time benchmarks. Atari (Bellemare et al., 2013), VizDoom (Kempka
et al., 2016), Procgen (Cobbe et al., 2020), continuous-control (Tassa et al., 2018), naviga-
tion (Savva et al., 2019), and manipulation (Gu et al., 2023) simulators support the usual
observation–action–step evaluation loop. In that loop, the simulator waits for the policy’s action
before advancing, so the policy’s inference time does not enter the environment clock. Real-time
protocols expose the difference: Thodoroff et al. (2022) turn measured inference time into action
delay; ReflexBench advances dynamic manipulation during inference (Chen et al., 2026); and
Bench2Drive-Robust evaluates delayed closed-loop driving (Zhang et al., 2026). We measure
request-to-action timing on a target deployment configuration, then replay its variable delays
in simulation while training and evaluating VLAs on other hardware.

Profiling device latency. PEERNet profiles sensor, network, and inference paths in networked
robots (Narayanan et al., 2024); VLA-Perf models inference cost across architectures and hard-
ware (Jiang et al., 2026b). Cross-platform measurements compare VLA latency, throughput, and
task success on edge and data-center GPUs (Taherin et al., 2026). The vla.cpp runtime also re-
ports heterogeneous-hardware latency, real-robot outcomes, and fixed delay injection (Nguyen
et al., 2026). PEERNet, VLA-Perf, cross-platform measurements, and vla.cpp show why deploy-
ment timing must be measured. Our replay additionally preserves variation across requests,
including consecutive slow requests and the time for which each inference process remains
busy, so the same target profile can be evaluated on other training hardware.

Teacher transfer and simulation variation. RLDG uses specialist RL rollouts to fine-tune
generalist policies (Xu et al., 2025a), and HumanVLA transfers a privileged-state RL teacher
to a vision-language humanoid policy (Xu et al., 2024). DAgger labels learner-visited states to
reduce distribution shift (Ross et al., 2011); VLA-OPD similarly supervises student rollouts with
teacher action distributions (Zhong et al., 2026). For delayed students, the teacher’s action must
be learnable from information available when the student acts; a fresh execution-time state
cannot simply be treated as a stale-observation label. Domain randomization (Tobin et al., 2017)
and dynamics randomization (Peng et al., 2018) expose simulated policies to variation before
deployment. Stochastic transition-delay sim2real work extends this idea to timing (Sandha
et al., 2021). Our profile replay can be viewed as temporal variation grounded in measured
deployment requests rather than a hand-chosen delay range.

A.3. Representing Time under Latency

Temporal VLA policies and robot memory. Temporal VLAs encode changing scenes in dif-
ferent ways: ContextVLA compresses multi-frame context (Jang et al., 2025), Reflective VLA
incorporates observed action consequences (Lian et al., 2026), and ForeTime-VLA distills predic-
tive features from a future-aware teacher into a causal history model (Ma et al., 2026). Memo-
ryVLA maintains perceptual and cognitive history (Shi et al., 2026), ReMem-VLA uses recurrent
queries at two timescales (Li et al., 2026), 𝜇VLA carries recurrent state across steps (Cherepanov
et al., 2026b), and NativeMEM compresses historical visual information into action-supervised
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tokens (Wang et al., 2026). The reported gains of temporal VLA methods do not by themselves
establish robustness to a measured inference-to-action delay.

Streaming caches and latency cues. StreamingLLM retains initial attention-sink keys and
values alongside a recent window (Xiao et al., 2024); LM-Infinite combines prefix retention with
bounded attention (Han et al., 2024), while later analysis investigates why attention sinks arise
in language models (Gu et al., 2025). Streaming caches provide useful precedents for managing
token history, though a language-model KV cache is not automatically a robot state estimator.
In our setting, a textual latency signal states the operating condition, whereas recent images
provide evidence of scene dynamics. We evaluate these two inputs separately under delayed
action delivery and compare visual-history interfaces on the same control tasks.

B. Notation and Formal Definitions

We use 𝑡 for time in milliseconds, 𝑘 for an environment frame index, and 𝑖 for an inference
request that is accepted for processing. A prefix Δ marks a duration or a number of delayed
frames, so Δ𝑡𝑖 and Δ𝑘𝑖 are not timestamps or frame indices. The same conventions apply to
measurement and simulation. Event superscripts name the observation (obs), worker start
(start), action availability (ready), or first application (exec). The prime in 𝑎′

𝑖
marks a predicted

action; 𝑎𝑘 is the action applied to the environment. For a chunk, 𝑎′
𝑖,ℎ is the ℎ-th predicted action,

with ℎ = 1, . . . , 𝐻; this position is not an environment frame index. When trainable parameters
matter, we write the policy 𝜋 as 𝜋𝜃.
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Symbol Meaning Unit

𝑡, 𝑘, 𝑖 Continuous time; environment frame index; inference request
index

ms; frames; requests

𝑇frame Duration of one benchmark environment frame ms/frame
𝑓 Environment frame rate; 𝑇frame = 1000/ 𝑓 frames/s
𝑡obs
𝑖

, 𝑡start
𝑖

, 𝑡ready
𝑖

Times when request 𝑖 is observed, starts inference, and returns
its action

ms

Δ𝑡𝑖 Observation-to-result action latency of request 𝑖 ms
Δ𝑡

busy
𝑖

Time the assigned model process spends serving request 𝑖 ms
Δ𝑘𝑖, Δ𝑘

busy
𝑖

Frame counts corresponding to action latency and process busy
time

frames

𝑘obs
𝑖

, 𝑘ready
𝑖

, 𝑘exec
𝑖

Observation, availability, and first-application frame indices frame index
𝑎′
𝑖
, 𝑎𝑘 Predicted action for request 𝑖; action applied at frame 𝑘 task-specific

𝑎′
𝑖,ℎ Action at position ℎ in the chunk predicted by request 𝑖 task-specific
𝑜𝑘 Policy input associated with frame 𝑘 task-specific
𝜋, 𝜋𝜃 Policy; same policy with explicit parameters 𝜃
𝜋ref Reference policy used for return normalization
𝐻 Number of actions predicted in one action chunk actions
𝐶 Number of observation frames retained as visual history frames
𝐾 Number of already committed actions supplied as an action

prefix
actions

𝐾𝑒 Number of environment steps in episode 𝑒 steps
𝑟𝑒,𝑘, 𝑅, 𝑅𝑒, 𝑅̄ Step reward; random episode return; observed episode return;

mean return
reward units

𝑁ep Number of evaluation episodes episodes
𝐿 Latency condition, such as a fixed delay or fitted profile
Ptrain Distribution of training latency conditions
𝑑, 𝑗, 𝑒, 𝑠 Deployment, inference process, episode, and measurement

run identifiers
𝑁𝑑 Number of valid profiling records for deployment 𝑑 requests
𝜇̂𝑑 , 𝜎̂𝑑 Measured mean and standard deviation of action latency ms

Table 4 | Symbols used for action timing, action chunks, returns, and latency profiles. Time
variables use milliseconds, while frame delays count benchmark environment frames. Sym-
bols for process busy time are needed only for the concurrent-inference profiling protocol in
Appendix D. When deployments are compared, 𝑓𝑑 and 𝑇frame,𝑑 denote the frame rate and frame
duration of deployment 𝑑; the subscript is omitted within one setup.

B.1. Evaluation Metrics and Training Objective

All returns below refer to one task. Let 𝐿 denote the latency condition: a fixed delay or a fitted
profile, with 𝐿 = 0 denoting world-pausing. As defined in §3.2, a profile 𝐿 supplies action
latencies across requests; a fixed delay is a deterministic special case. The complete concurrent-
inference profile also supplies process busy times as specified in Appendix D. It names the
complete timing condition; individual request delays remain Δ𝑡𝑖 and Δ𝑘𝑖. Let 𝑅(𝜋; 𝐿) be the total
reward of one random episode under policy 𝜋 and condition 𝐿. For observed episode 𝑒, let 𝐾𝑒
be its number of environment steps and 𝑟𝑒,𝑘 its reward at step 𝑘. The observed episode return
and its mean over 𝑁ep evaluation episodes are

𝑅𝑒(𝜋; 𝐿) =
𝐾𝑒−1∑︁
𝑘=0

𝑟𝑒,𝑘, 𝑅̄(𝜋; 𝐿) = 1
𝑁ep

𝑁ep∑︁
𝑒=1

𝑅𝑒(𝜋; 𝐿). (5)
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The sum is undiscounted and ends at termination or the specified evaluation limit. For example,
two episode returns of 10 and 20 give 𝑅̄ = 15.

Let 𝜋ref be the reference policy for the same task and architecture. The normalized metric in
Eq. 2 is

RelativeReturn(𝜋; 𝐿 | 𝜋ref) = 100
𝑅̄(𝜋; 𝐿)
𝑅̄(𝜋ref; 0) , 𝑅̄(𝜋ref; 0) > 0. (6)

For a fixed-policy delay sweep, 𝜋ref = 𝜋, so this is the percentage of that policy’s zero-latency
return retained under delay. For the before/after-training comparison, 𝜋ref is the original zero-
latency-trained policy in both cases; 𝜋 is either that policy or the profile-trained policy. The
denominator stays fixed. For an illustrative reference return of 100, before/after returns of 20
and 120 give 20% and 120%, respectively. These percentages are not success rates. Success rate
instead counts successful episodes divided by the number of evaluation episodes, multiplied
by 100.

The task-level training objective is high expected episode return under the chosen latency
conditions:

max
𝜃

E[𝑅(𝜋𝜃; 𝐿)] , 𝐿 ∼ Ptrain. (7)

Here 𝜃 denotes the policy parameters and Ptrain the distribution of training conditions. The
expectation also includes rollout randomness. A profile is one such condition and can itself gen-
erate varying per-request delays. The recipe in §4.1 trains the small teacher with reinforcement
learning and the VLA through distillation and DAgger.

B.2. Timing and Action Scheduling

Inference workers and capacity. An inference worker is a process that handles one policy-
inference request at a time: it receives an observation, runs the model, and returns a predicted
action or chunk. Multiple workers can process different requests in parallel. The historical
calibration deployments use two GPUs and two workers. If all workers are occupied when an
observation is scheduled, that request is dropped. Only requests accepted by a worker receive
an index 𝑖 in the equations. We keep the observation schedule fixed within each comparison;
capacity drops can still reduce the number of observations processed by the policy. The process
busy time determines when a worker can accept another request. These are execution details of
the profiling and replay protocol, rather than properties of action chunking itself. The exact
timing measurements are given in Appendix D.

Fixed and varying delays. For a fixed delay, we omit the request index and write Δ𝑡 and Δ𝑘.
For a varying profile, we retain 𝑖. Equation 1 converts milliseconds to frames by dividing by
the frame duration and rounding up. We write the frame duration as 𝑇frame within one setup
and 𝑇frame,𝑑 when distinguishing deployments 𝑑. At environment rate 𝑓 frames per second,
𝑇frame = 1000/ 𝑓 ms; the deployment-specific version is 𝑇frame,𝑑 = 1000/ 𝑓𝑑 . The superscript busy
consistently marks the process busy time in either unit, giving Δ𝑡

busy
𝑖

and Δ𝑘
busy
𝑖

. It does not
denote an additional action delay.

Prediction and availability. Request 𝑖 observes frame 𝑘obs
𝑖

and predicts 𝑎′
𝑖
= 𝜋(𝑜𝑘obs

𝑖
) in the

single-action setting, where the input includes any configured history or latency signal. Its
result becomes available at 𝑘ready

𝑖
according to Eq. 3. For the single-action setting, let 𝑘exec

𝑖
denote

the frame when this prediction is first applied. It does not describe when the resulting physical
motion finishes.
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Ordered execution. Requests are numbered from 𝑖 = 1 and environment frames from 𝑘 = 0.
Only requests accepted by an inference worker receive an index. Predictions are applied in
request order, with at most one new prediction applied per frame:

𝑘exec
𝑖 = max

(
𝑘

ready
𝑖

, 𝑘exec
𝑖−1 + 1

)
, 𝑘exec

0 = −1. (8)

Thus readiness and first application can differ even when inference is parallel. For illustration,
worker A receives request 1 at frame 10 but does not return its result until frame 14. Worker B
receives request 2 at frame 11 and returns its result at frame 13. Request 2 is ready first, but the
ordering rule waits for request 1: their actions are first applied at frames 14 and 15, respectively.
Request 2’s action latency is two frames; its additional two-frame wait after readiness is a
scheduling delay. The inference resources can be released when results arrive even though
those results are still waiting to be applied.

Action between predictions. For tasks that repeat the most recently applied action,

𝑎𝑘 = 𝑎′𝑖 for 𝑘exec
𝑖 ≤ 𝑘 < 𝑘exec

𝑖+1 . (9)

The final prediction is held until episode termination. Tasks that use a no-op between predictions
follow that rule instead. Before the first prediction, the environment uses its designated idle
action. The rule is fixed within each comparison. These equations describe one predicted
action per request; the chunked configurations and their execution settings are documented in
Appendix C.

Frames, decisions, and chunks. A frame is one benchmark environment step, not a physics
substep. A decision step spans the interval between scheduled observations and may contain
several frames. For example, the Atari configurations with stride four have four raw frames
per decision step. We report decision-step delays explicitly rather than using Δ𝑘 for a different
unit. Action-chunk length 𝐻 counts predicted actions; visual-history length 𝐶 counts retained
observation frames. For example, 𝐻 = 8 means predicting eight actions per inference, while
𝐶 = 8 means retaining eight observation frames. Neither is a delay or an episode length.

C. Implementation Details

This appendix reports the experimental settings used for the figures in the paper.

Latency units and environment rates. Latency values denote action latency unless explicitly
marked as process busy time. For fixed-latency experiments, a delay of Δ𝑘 raw frames cor-
responds to Δ𝑡 = Δ𝑘𝑇frame = 1000Δ𝑘/ 𝑓 milliseconds at environment rate 𝑓 frames per second.
Flappy Bird runs at 10 Hz in the eight-observation decision-history results, so one raw frame is
100 ms; the earlier fixed-delay sweeps use 30 Hz, or 33.33 ms per raw frame. Demon Attack
runs on raw Atari frames at 60 Hz while observations and actions are emitted at 15 Hz with
frameskip 4; the policy therefore makes one decision every four raw frames, or every 66.67 ms.
Deadly Corridor runs at 35 raw FPS with 8.75 Hz observation and action updates, so the policy
again makes one decision every four raw frames, or every 114.29 ms. Asterix and Atlantis use
the same 60 Hz raw rate and 15 Hz policy decision rate as Demon Attack. MIKASA Intercept
Grab (Fast) (Cherepanov et al., 2026a) is evaluated at 20 Hz, and HumanoidBench Balance
(simple) at 50 Hz in the plotted profile experiments. Some Atari and VizDoom configurations
specify latency in policy steps; we convert these to raw frames using the frameskip above.
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Table 5 | Environment rates and decision strides determine how a delay in raw frames maps to
policy decisions and wall-clock time. Environment rate is the benchmark stepping rate, not the
physics substep rate. Policy rate is the frequency at which the policy receives an observation
and can issue a new action. Decision stride is the number of raw environment frames between
these policy calls. Model-dependent entries are listed in OpenVLA / GR00T / 𝜋0.5 order for the
profile-trained evaluation condition.

Environment Environment rate (FPS) Policy rate (Hz) Decision stride

Flappy Bird (fixed-delay sweeps) 30 30 1 frame
Flappy Bird (Table 1) 10 10 1 frame
Demon Attack 60 15 4 raw frames
Deadly Corridor 35 8.75 4 raw frames
Asterix / Atlantis 60 15 4 raw frames
MIKASA Intercept Grab (Fast) 20 20 1 raw frame
HumanoidBench Balance (simple) 50 50 1 raw frame

Inverted Pendulum 10 / 5 / 5 10 / 5 / 5 1 frame
AirRaid 50 / 50 / 10 12.5 / 12.5 / 2.5 4 frames
Ant 10 / 5 / 5 10 / 5 / 5 1 frame
Hopper 10 / 5 / 5 10 / 5 / 5 1 frame
Walker2D 10 / 5 / 5 10 / 5 / 5 1 frame

The Gymnasium rates are configured rates from the results record. The archived WanOFT MIKASA H1 result uses
10/10 Hz; the OpenVLA / 𝜋0.5 / GR00T MIKASA results use 20/20 Hz as listed above.

VLA model families. OpenVLA denotes the StarVLA QwenOFT implementation initialized
from StarVLA/Qwen3VL-OFT-Bridge-RT-1 at checkpoints/steps_5000_pytorch_model.pt. The
base vision-language model (VLM) is StarVLA/Qwen3-VL-4B-Instruct-Action. Unless over-
ridden, OpenVLA uses AdamW with learning rates 2 · 10−5 for the base model, 10−5 for the
Qwen-VL interface, and 10−4 for the action model, FlashAttention 2, gradient checkpointing,
image size 224, and an effective batch size of 128. The standard RL-games SFT configuration
sets per-device batch size 32 and gradient accumulation 4 on one process. Deadly Corridor uses
the multibinary seven-action layout and binary cross-entropy (BCE) loss in the corresponding
configuration.

The 𝜋0.5 rows use the QwenPI v3 framework initialized from StarVLA/Qwen3VL-PI_v3-
Bridge-RT_1 at step 50,000, with a LayerwiseFM action model, horizon 16, two repeated
diffusion steps, four inference timesteps, and learning rates 5 · 10−6 for both base and ac-
tion modules. The GR00T rows use StarVLA/Qwen3VL-GR00T-Bridge-RT-1 at step 20,000,
a diffusion-transformer (DiT-B) action model with horizon 8, four inference timesteps, and
default learning rates 2 · 10−6; the Demon Attack GR00T run used an explicit lower-learning-
rate configuration with 10−6 for the base/interface and 10−5 for the action model. WanOFT
uses the Wan-AI/Wan2.2-TI2V-5B-Diffusers world model initialized from StarVLA/WM4A-
Wan2d2-OFT-LIBERO-4in1 at step 60,000, scaled dot-product attention (SDPA), an action-query
multilayer perceptron (MLP) head, ordered context windows, and learning rates 2.5 · 10−5 for
the base, 10−5 for the interface, and 10−4 for the action model and action-query projector.

Zero-latency degradation. Figures 2 and 6 use the StarVLA/LatencyBench convention above.
Figure 6 trains OpenVLA fixed-latency specialists. Flappy Bird uses five fixed training latencies
0–4, 200 episodes per latency, seed 42, 5,000 optimizer steps, and post-training evaluation at
latencies 0–4 for at least 20 episodes and a 3,600-step cap. Demon Attack trains specialists at
source settings 0, 2, 4, 6, and 8 policy steps, plotted as 0, 8, 16, 24, and 32 raw frames. Each
Demon Attack specialist uses 200 training episodes and a final step-7,000 checkpoint; evaluation
uses at least 20 episodes per cell and a 14,400 raw frame cap, equivalent to 3,600 decisions.
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Deadly Corridor uses the same 0/2/4/6/8 decision-interval grid, plotted as 0/8/16/24/32
raw frames; each specialist uses 1,000 training episodes and the step-500 checkpoint. These
train–evaluation grids use one training seed per cell and at least 20 evaluation episodes per cell.
Because each cell has one training seed, the reported variation comes from evaluation episodes
and does not measure variation across training runs.

Figure 2 additionally compares OpenVLA, 𝜋0.5, and GR00T zero-latency-trained policies
on Flappy Bird, Demon Attack, Deadly Corridor, and MIKASA Intercept Grab (Fast). The
Flappy and Demon VLA runs use 200-episode zero-latency datasets; Deadly Corridor uses 1,000
episodes. The following checkpoints are used for evaluation: Flappy 𝜋0.5 at step 5,000, Flappy
GR00T at step 3,000, Demon 𝜋0.5 and GR00T at step 5,000, and Deadly Corridor OpenVLA,
𝜋0.5, and GR00T at step 500. The MIKASA panel evaluates OpenVLA, 𝜋0.5, and GR00T H1/H8
checkpoints for at least 20 episodes at fixed delays 0–4 in the 20 Hz environment. 𝜋0.5 H1 uses
an isolated inference config with interleave_self_attention: false to match its trained action
architecture, without changing weights. The game evaluation JSON files retained for Figure 2
report at least 20 episodes per latency condition.

Profiling and timing calibration. The calibration compares simulated timing with measured
inference on real hardware while both use digital task environments. The historical calibration
and Figure 5 use an OpenVLA Flappy Bird policy trained at a fixed two-frame delay. The real
deployments run a warmed runtime with two GPUs and two inference workers. The profiled
quantity is a composed action latency: observation capture, inter-process communication (IPC),
worker-side preprocessing, CUDA-synchronized policy inference, action decoding, and result
delivery until the action is available to the scheduler. Environment stepping after action arrival
is not part of the profiled latency. The historical calibration evaluates the same policy on five
complete deployment instances: RTX 3090, RTX 4090, RTX 5090, L40S, and A100 SXM4 80GB.
Each instance is calibrated to a frame rate that maps its measured latency profile to the two-frame
training condition while satisfying the 80% two-worker utilization cap. The calibrated rates are
22, 24, 30, 38, and 23 FPS, respectively; the full hardware, driver, CUDA/PyTorch/Triton, RAM,
power, NUMA, and latency-sample inventory is reported in Tables 7–8. Fixed and Normal set
process busy time equal to the rounded action latency; IID and Temporal sample both action
latency and process busy time and therefore reproduce when each of the two processes can
accept another request.

The held-out comparison in Figure 4 uses OpenVLA and GR00T with one inference worker
per logical run, 25 fitting runs, and 25 validation runs. Its split, clocks, seed pairing, and
normalization are specified in Appendix E.1.

Latency-aware and mixed-latency VLA training. The OpenVLA mixed-latency and prompt-
ablation runs use the same QwenOFT/Bridge initialization and optimizer settings as the
fixed-latency runs. The Flappy latency-information ablation in Table 3 trains two policies on
latencies {0, 1, 2, 3, 4} with 40 episodes per latency (200 total), 5,000 optimizer steps, seed 42,
batch 32, gradient accumulation 4, and post-training fixed-latency evaluation at 0–4 for at least
20 episodes per delay with a 3,600-step cap. The two variants differ only in whether the training
and evaluation prompts include the explicit latency suffix: the With latency text variant uses the
normal mixed-latency prompt, while the Without latency text variant does not have any latency
information in the prompt.

Prompt templates. For the RL-game VLA experiments, each policy query consists of the visual
observation input and one natural-language task prompt.

The With latency text condition uses the task prompt plus an explicit latency sentence. The
Without latency text ablation removes the latency information by splitting the prompt at the
exact marker Current action latency is and keeping only the prefix. For example, the Flappy
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Table 6 | Task prompts specify the instructions and available actions for the RL-game VLA
evaluator. The middle column gives the task instruction. In the With latency text condition, the
evaluator appends “Current action latency is Δ𝑘 raw frames (Δ𝑡 ms). The environment runs
at 𝑓env FPS and observations are emitted at 𝑓obs FPS. Choose the best next action.” The final
column gives the environment and observation rates substituted into that sentence.

Task Task prompt prefix Rates

Flappy Bird You are playing Flappy Bird. Pass through the pipe gaps and
stay alive. Choose the action: NOOP, FLAP.

𝑓env = 30, 𝑓obs = 30

Demon Attack You are playing Demon Attack from a single game image.
Choose exactly one action from: NOOP, FIRE, RIGHT, LEFT,
RIGHTFIRE, LEFTFIRE. Survive, avoid enemy fire, and shoot
enemies to maximize score.

𝑓env = 60, 𝑓obs = 15

Deadly Corridor You are playing Deadly Corridor in VizDoom. Your goal
is to survive the corridor, fight enemies, and reach the
green armor vest at the far end. The available actions
are: MOVE_FORWARD, MOVE_BACKWARD, MOVE_LEFT,
MOVE_RIGHT, TURN_LEFT, TURN_RIGHT, and ATTACK.
Choose the best next action from the current visual observa-
tion.

𝑓env = 35, 𝑓obs =

8.75

Asterix Collect useful objects and avoid lyres. Choose exactly one
action from: noop, up, right, left, down, upright, upleft, down-
right, downleft.

𝑓env = 60, 𝑓obs = 15

Atlantis Defend Atlantis by firing at descending enemies. Choose
exactly one action from: noop, fire, rightfire, leftfire.

𝑓env = 60, 𝑓obs = 15

Bird prompt in the Without latency text condition is “You are playing Flappy Bird. Pass through
the pipe gaps and stay alive. Choose the action: NOOP, FLAP.” The prompt in the With latency
text condition appends the latency sentence shown in Table 6. The prompt templates cover
latencies {0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 15, 20, 25, 30} in the relevant latency unit, with raw-frame
and millisecond values filled in for each entry.

Memory interfaces. Figure 8 compares temporal input interfaces under matched fixed-delay
conditions. The OpenVLA rows use checkpoint 4,000 and are evaluated with the standalone
LatencyBench evaluator for at least 20 episodes per cell. Flappy Bird uses latency 3 raw frames
and a 3,600 raw-frame horizon; Demon Attack uses latency 6 raw frames and a 14,400 raw-frame
horizon; Deadly Corridor uses latency 6 raw frames and a 3,600 raw-frame horizon. The four
standard OpenVLA methods are single-frame input, four-frame prompt, four-frame 2 × 2 grid,
and packed streaming key-value (KV) memory. In KV training, replay means processing a saved
observation sequence to reconstruct its attention history during supervised updates. Serial
replay processes its frames sequentially; packed replay processes the sequence jointly with
the same causal attention window. This differs from latency-profile replay, which samples
timing for new task interactions. Their training configurations use DeepSpeed ZeRO-2 with two
processes and save safetensors checkpoints. The single-frame and grid variants use effective
batch 128; the prompt variant uses 128 four-image prompts; the packed and serial KV variants
use 32 eight-step rollouts per optimizer step, i.e., 256 per-frame action labels. KV inference
encodes only the newest frame and reuses a four-frame per-environment cache reset at episode
boundaries. Packed KV replay uses FlexAttention and full temporal backpropagation; the serial
KV implementation has the same inference cache but detaches cached states during training.

The ghost-trail rows are trained from regenerated teacher datasets that overlay motion
history into a single image. The Flappy Bird and Demon Attack ghost-trail datasets replay the
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same fixed-latency teacher episodes as the memory-rollout datasets, with 15-frame histories;
Flappy uses latency 3 and Demon Attack uses latency 6. The WanOFT rows in the memory table
use separate WanOFT checkpoints with ordered five-frame context. Their raw-frame latencies
are 3 for Flappy Bird and 6 for Demon Attack and Deadly Corridor, corresponding to 100.0
ms, 100.0 ms, and 171.43 ms, respectively. WanOFT memory-table evaluations use at least 20
episodes and are merged with the OpenVLA table only after recomputing the same Student-𝑡
interval convention.

The WanOFT Flappy latency-transfer grid in Figure 14 trains five separate context-5 policies
at fixed latencies 0–4. Each policy uses 200 episodes, seed 42, 2,000 optimizer steps, per-device
batch size 4, gradient accumulation 32, effective batch 128, current-action cross-entropy, and
five ordered frames at offsets [−4,−3,−2,−1, 0]. Evaluation uses the same 0–4 fixed-latency grid,
at least 20 episodes per cell, and a 3,600-step cap.

MIKASA fixed-latency grid snapshot. The MIKASA panel of Figure 6 uses the reported naive
H8 train-zero column (seven-dimensional proprioception, the robot’s measured internal state;
DAgger step 5,000; 200 held-out episodes, seeds 4242424242–4242424441). Its four fixed-delay
columns use OpenVLA H8 with a 63D state: seven proprioceptive values and eight slots for
seven-dimensional actions aligned to the observation time. Let 𝐾 be the number of committed
actions in the prefix. For a policy trained at delay Δ𝑘train, 𝐾 = Δ𝑘train because this task uses one
control step per raw frame. The first 𝐾 slots contain those committed actions; the remaining
slots are zero, and all prefix inputs use fixed [−1, 1] bounds. Every conditioned column uses
SFT step 5,000 followed by DAgger step 3,500, with 100 development episodes per cell and
seeds 4242424442–4242424541. These are fixed-step snapshots, not independently selected
best checkpoints or held-out final results. Evaluation uses 20/20Hz, 60 transitions, 10 parallel
environments and inference batch 8; prefix length stays fixed while eval latency varies.

WanOFT timing probes. Figures 15 and 16 probe frozen Flappy Bird WanOFT representations
at fixed latency 2. A linear probe is a classifier trained on frozen model features to predict a
label, here the action or its timing; the VLA weights remain fixed. The pre-SFT checkpoint is
the official LIBERO WanOFT step-60,000 initialization; the post-SFT checkpoint is the Flappy
context-5 WanOFT step-2,000 policy. The probe data consist of five training episodes (9,112
decision frames) and two disjoint validation episodes (7,200 decision frames), selected with
episode seed 3047. Each probe is an independent linear classifier trained for 50 epochs with
AdamW, batch size 512, learning rate 10−3, weight decay 10−4, class-weighted cross-entropy,
and probe seed 12109. The input-control seed is 6201 and the variational-autoencoder (VAE)
seed is 9109. The reported controls retrain the probe under ordered context, shuffled frame
order, repeated-current-frame context, or the Without latency text condition; they do not evaluate
a single probe under distribution shift.

Small-policy sweeps. Appendix Figures 11, 12, and 13 use our benchmark codebase’s Sample
Factory asynchronous proximal policy optimization (APPO) backend, not VLA SFT. The base
configs train for 25M environment steps. Training or rollout workers below collect task trajecto-
ries; inference workers in the profiling protocol instead serve model requests and determine
simulated inference capacity. Flappy Bird uses CUDA sampling/rendering, two workers, 128
environments per worker, rollout 128, batch size 4096, eight epochs, eight batches per epoch,
learning rate 2.5 · 10−4, and non-recurrent APPO. Demon Attack uses the GPU Atari backend at
60 raw FPS and 15 observation FPS, one worker with 512 environments, rollout 64, recurrence 32,
batch size 1024, two epochs, eight batches per epoch, learning rate 3.03 · 10−4, and raw reward
evaluation. Deadly Corridor uses the VizDoom backend at 35 raw FPS and 8.75 observation
FPS, 32 workers with four environments each, rollout and recurrence 128, batch size 1024, two
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epochs, two batches per epoch, learning rate 10−4, a gated recurrent unit (GRU) of size 512, and
raw reward evaluation.

The jitter-robustness sweep uses three seeds per environment. Flappy Bird uses seeds
911, 922, and 933 with fixed latencies 1, 2, 3, Normal(2, 1) clipped to [0, 4], Uniform(1, 3), and
two mixed rows. Demon Attack and Deadly Corridor use seeds 0, 42, and 114514 with fixed
latencies 2, 4, 6, Normal(4, 1) clipped to [0, 15], Uniform(2, 6), and the corresponding mixed
rows. Evaluation uses at least 20 episodes for Flappy Bird, Demon Attack, and Deadly Corridor
in the source configs, and the reported summaries retain the finest available statistical unit.
The observation-stride and context-window sweeps use seeds 10–14 and at least 20 evaluation
episodes per seed. Observation-stride sweeps evaluate Flappy strides 1–5, Demon Attack
strides 2–10 in the extended setting, and Deadly Corridor strides 1–6. Context-window sweeps
vary stacked frames: Flappy 1–8 in the extended setting, Demon Attack 4–12 in the extended
setting, and Deadly Corridor {1, 2, 4, 6, 8, 10, 12, 14, 16}. Extended horizons are 36,000 steps for
Flappy Bird and Demon Attack and 30,000 steps for Deadly Corridor; the capped variants use
3,600 steps for Flappy Bird and Demon Attack.

Cross-task summary. Figures 1 and 20, and Table 1, combine several sources. In all of them,
Zero/Real and Target/Real are evaluated in real time on an RTX 3090; Target training uses
the architecture-specific RTX 3090 profile in simulation. Both figures normalize each real-time
return by its task/architecture zero-latency mean; Figure 1 shows 12 tasks in a radar chart, while
Figure 20 shows the same tasks as bars. Both show the three architectures separately. The table
reports raw mean returns. The MIKASA column uses H8 DAgger best checkpoints, 200 held-out
episodes, and 20 Hz evaluation. HumanoidBench Balance (simple) uses 64 held-out seeds, 50
Hz observation/control, capacity 1, a 1,000-frame cap, inference seed 941731, inference batch 8,
and 16 rollout workers. The OpenVLA Balance (simple) policy uses H8, while 𝜋0.5 and GR00T
use H16. The Flappy Bird, Demon Attack, and Deadly Corridor columns use separately trained
zero-latency-trained and profile-trained H1 policies with eight-observation binary decision
history. Each of the 18 checkpoints completed 5,000 updates. All three evaluation conditions
use the same 100 seeds (1,000,000–1,000,099), 32 parallel environments, worker capacity 1, and
game-specific raw-frame caps of 3,600 / 7,200 / 3,600. Environment/observation rates are
10/10, 60/15, and 35/8.75 Hz, respectively. Each architecture’s profile-trained policy is trained
with its own RTX 3090 temporal profile; Deadly Corridor uses the corrected training-matched
160×120 HUD rendering protocol.

Compute The supervised VLA training runs were carried out on NVIDIA H100 and NVIDIA
RTX 6000-class GPUs, depending on allocation availability. We report optimizer steps, episode
counts, batch sizes, and evaluation budgets as the main reproducibility units throughout
this appendix, rather than normalizing result by a single wall-clock budget. The historical
timing-calibration experiments use complete two-GPU, two-worker deployments and record
GPU model, VRAM, power limits, CPU topology, host-visible RAM, software stack, calibrated
environment rate, and the number of accepted latency samples in Tables 7–8.

D. Profile Sampling and Concurrent Inference

This appendix specifies the timing model needed to reproduce the multi-worker profile ex-
periments. These details determine whether a request can be processed and when its action
becomes available; they are not part of the policy-adaptation objective. We retain the operational
definitions and fitted state transitions here. Quantile-table construction and numerical edge
handling are implementation details and do not change the definitions summarized below.

Action latency and process busy time. Appendix B.2 defines an inference worker as a process
that serves one request at a time. For request 𝑖 accepted by a worker, let 𝑡obs

𝑖
be the observation
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time, 𝑡start
𝑖

the time at which its worker starts serving it, and 𝑡
ready
𝑖

the time at which the inference
parent receives the predicted action or chunk. We record two overlapping durations:

Δ𝑡𝑖 = 𝑡
ready
𝑖

− 𝑡obs
𝑖 , Δ𝑡

busy
𝑖

= 𝑡
ready
𝑖

− 𝑡start
𝑖 . (10)

The action latency Δ𝑡𝑖 determines action readiness. The process busy time Δ𝑡
busy
𝑖

determines
when the worker can accept another request. The two intervals overlap and must not be added.
For example, if an observation arrives at 500 ms, its worker starts at 510 ms, and the result
arrives at 650 ms, then action latency is 150 ms and process busy time is 140 ms.

For deployment 𝑑, the fitted records are

D𝑑 = {(Δ𝑡𝑖, Δ𝑡
busy
𝑖

, 𝑗𝑖, 𝑒𝑖, 𝑠𝑖)}𝑁𝑑𝑖=1, (11)
where 𝑗𝑖, 𝑒𝑖, and 𝑠𝑖 identify the worker, episode, and measurement run. Records retain their order
within each run. A scheduled request is accepted only when a worker is available; otherwise it
is dropped. Dropped requests remain in the raw attempt trace for capacity accounting but do
not enter a latency distribution. The historical calibration deployments use two GPUs and two
workers.

Fixed and Normal profiles. Let 𝜇̂𝑑 and 𝜎̂𝑑 be the mean and population standard deviation of
action latency over accepted records. Fixed assigns every request the measured mean,

Δ𝑡𝑖 = 𝜇̂𝑑 . (12)
Normal draws requests independently and clips negative durations:

𝑥𝑖
iid∼ N(𝜇̂𝑑 , 𝜎̂2

𝑑), Δ𝑡𝑖 = max(0, 𝑥𝑖). (13)
Both methods use the rounded action latency as the process busy time. They therefore model
capacity with one duration rather than fitting action latency and process busy time separately.

IID profile. IID fits a worker-specific empirical joint distribution of action latency and process
busy time, denoted 𝐹̂all

𝑑, 𝑗, and draws

(Δ𝑡𝑖, Δ𝑡
busy
𝑖

) ∼ 𝐹̂all
𝑑, 𝑗𝑖 . (14)

Draws are independent across requests. Within one request, the two durations are sampled
jointly using empirical inverse CDFs and their measured worker-specific rank correlation.
Thus IID preserves the fitted marginal shapes and within-request dependence while removing
dependence between consecutive requests.

Temporal profile. Temporal retains the same concurrent-inference interface but adds normal
and slow periods. A slow period is a sequence of requests during which one or more inference
processes repeatedly remain busy for a long time. For worker 𝑗, the slow threshold is

Δ𝑡thr
𝑑, 𝑗 = 1.25 min

(𝑠,𝑒)
median{Δ𝑡busy

𝑖
: 𝑖 ∈ D𝑑,𝑠,𝑒, 𝑗}. (15)

Records above this threshold are marked slow. Within a worker’s ordered stream, marked
records separated by at most 30 submitted records belong to the same local interval. The union
of local intervals across workers defines shared slow periods. Normal-period distributions are
fitted from records outside these intervals.

For a worker 𝑗 in measured slow period 𝑏, let 𝑞𝑏, 𝑗 be the fraction of its requests marked slow.
The period-specific mixture is

𝐹̂
period
𝑑, 𝑗,𝑏 = (1 − 𝑞𝑏, 𝑗) 𝐹̂base

𝑑, 𝑗 + 𝑞𝑏, 𝑗 𝐹̂
slow
𝑑, 𝑗,𝑏 . (16)

Here 𝐹̂base
𝑑, 𝑗 is the worker’s normal-period joint distribution and 𝐹̂slow

𝑑, 𝑗,𝑏 describes its slow requests.
The sampler fits the frequency of entering a slow period from the measured normal-to-slow
and normal-to-normal transition counts. For each simulated episode, it draws

𝑝slow
𝑒 ∼ Beta

(
𝑁normal→slow + 1

2 , 𝑁normal→normal + 1
2

)
. (17)
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A Bernoulli draw with this probability can start a slow period while the state is normal. Its
duration is drawn from the empirical distribution of measured slow-period lengths. During the
period, worker-specific slow fractions and levels are sampled from measured periods and held
fixed for that period. This preserves consecutive slow requests without replaying a recorded
action or trajectory.

Clock conversion and request capacity. For deployment-specific frame duration 𝑇frame,𝑑 , both
durations are converted using the rule from Eq. 1:

Δ𝑘𝑖 =

⌈
Δ𝑡𝑖

𝑇frame,𝑑

⌉
, Δ𝑘

busy
𝑖

=

⌈
Δ𝑡

busy
𝑖

𝑇frame,𝑑

⌉
. (18)

Action readiness uses Δ𝑘𝑖; worker availability uses Δ𝑘
busy
𝑖

. The simulator accepts or drops
requests using the same rule as the measured deployment.

Scope of the comparison. The four profiles do not isolate only the order of requests. Fixed
and Normal use one duration for both action readiness and process busy time, IID samples
their joint distribution independently across requests, and Temporal also models consecutive
slow requests. The methods therefore differ in which delays they generate, how they limit
concurrent requests, and whether slow requests occur consecutively. Our validation asks which
complete profile best reproduces hardware-timed return; it does not attribute the observed gap
to temporal ordering alone.

E. Simulated Versus Measured Timing: Deployments and Protocol

E.1. Held-Out Validation Across Tasks and Models

Figure 4 compares OpenVLA and GR00T on Flappy Bird, Inverted Pendulum, and MIKASA
Intercept Grab (Fast) across RTX 3090, RTX 4090, RTX 5090, L40S, and A100 inference GPUs.
Each case uses 25 fitting runs and 25 held-out real runs, with two consecutive episodes per
run. Run IDs 0–49 are split using seed 20261001; each simulation run matches the held-out real
run’s environment seeds, given by 2000000 + 20 run_id + episode_in_run. Each logical run has
one inference worker; MIKASA uses a separate GPU for its environment. Hardware-timed
execution and simulation share each case’s frozen calibrated environment and observation
rates.

Temporal samples each slow period’s duration and worker-conditional delay model jointly
from fitted burst events, initializes its state from measured session starts, and continues that
state across both episodes in a run.

Return normalization and error metrics. For case 𝑐, let 𝑟 = 1, . . . , 25 index held-out run pairs
and 𝑒 = 0, 1 index the two consecutive episodes. Write 𝑅𝑎𝑐,𝑟,𝑒 for episode return, where 𝑎 denotes
hardware-timed execution (hw) or one of the four replay methods. Let 𝑅0

𝑡 (𝑐) ,𝑝(𝑐) be the fixed
zero-latency-trained policy reference for the case’s task 𝑡(𝑐) and policy model 𝑝(𝑐). The run
return and its normalized return are

𝑈𝑎
𝑐,𝑟 =

1
2

1∑︁
𝑒=0

𝑅𝑎𝑐,𝑟,𝑒, 𝑋𝑎𝑐,𝑟 =
100𝑈𝑎

𝑐,𝑟

𝑅0
𝑡 (𝑐) ,𝑝(𝑐)

. (19)

The case mean and its standard error are

𝑋̄𝑎𝑐 =
1
25

25∑︁
𝑟=1

𝑋𝑎𝑐,𝑟, SE𝑎
𝑐 =

√︄∑25
𝑟=1(𝑋𝑎𝑐,𝑟 − 𝑋̄𝑎𝑐 )2

25(25 − 1) . (20)
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Each point has coordinates ( 𝑋̄hw
𝑐 , 𝑋̄𝑚𝑐 ) for replay method 𝑚. For case set C, normalized mean

absolute error is
NMAEC (𝑚) =

1
|C|

∑︁
𝑐∈C

���𝑋̄𝑚𝑐 − 𝑋̄hw
𝑐

��� . (21)

The overall result uses all 30 cases; task, model, and GPU summaries use the corresponding
case subsets. SE and NMAE are measured in percentage points.

Figures 9 and 10 regroup the same 30 cases by task and GPU.

E.2. Historical Deployment Measurements

This comparison contrasts assigned timing in simulation with measured inference timing on
physical GPUs; the task environment remains digital in both conditions. This section describes
the frozen deployment artifacts used by these experiments. Their measurement definition
and model versions are historical; Appendix D specifies the current profiling and sampling
implementation and distinguishes it from these artifacts.

Comparison protocol. Each device label in this comparison denotes a complete measured
deployment instance rather than a nominal GPU model alone. Across instances, we use the
same OpenVLA policy and checkpoint configuration, environment semantics, observation-
stride policy, and two-GPU, two-worker inference configuration. The policy was trained for
a fixed latency of Δ𝑘train = 2 environment frames. Because the same model exhibits different
measured action latency on different instances, we calibrate the environment rate separately for
each instance. For an action latency Δ𝑡𝑖 in milliseconds and a calibrated environment rate 𝑓𝑑 in
frames per second, the corresponding frame duration and discrete delay are

𝑇frame,𝑑 =
1000
𝑓𝑑

, Δ𝑘𝑖 =

⌈
Δ𝑡𝑖

𝑇frame,𝑑

⌉
.

Among integer rates that preserve the observation stride and satisfy the 80% two-worker
utilization cap, we select the rate that maximizes the number of profile samples mapped to
Δ𝑘train. Ties are resolved by the mean absolute frame error, proximity to the mean-latency
rate 1000Δ𝑘train/𝜇̂𝑑 , where 𝜇̂𝑑 is the measured mean action latency in milliseconds, and then
the lower rate. The resulting instance-specific rates normalize physical time to the common
frame-relative latency used during training; they are calibrated environment rates, not GPU
throughput measurements or different task settings.

For each deployment instance, real execution and simulation use the same calibrated rate,
observation schedule, and two-worker capacity. Simulation samples timing values from that
instance’s fitted profile on a virtual frame clock. Consequently, the physical speed of the
machine running the simulator affects only evaluation time in wall-clock units; it does not enter
the simulated action delay. This yields a matched comparison between real execution on an
instance and simulation using timing values sampled from that instance’s fitted profile.

Measured deployment conditions. The historical profiled quantity is a composed action la-
tency. It combines CUDA-synchronized policy inference with measured pipeline stages from
observation capture through IPC, preprocessing, inference, action decoding, and result delivery
until the action is made available to the real-time scheduler. This quantity sums instrumented
stages rather than taking one uninterrupted elapsed-time measurement; uninstrumented coor-
dinator waiting is not included. It excludes the subsequent environment-step execution. CPU,
memory, GPU placement, power configuration, and the software runtime can all affect this
measured latency, so we report them as part of each deployment condition.

Rented-infrastructure reproducibility. The deployment machines were rented from third-party
GPU infrastructure. We selected and verified the GPU model and count and kept the policy
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and experimental configuration fixed, while recording the host topology, visible memory, CPU
allocation, power limits, and runtime exposed by each instance. Provider-managed frequency
or power policies and transient resource contention may not be fully observable. These factors
can change the absolute latency obtained on a new rental even when its nominal GPU model
and count match. Reproduction on a new instance should therefore re-profile its end-to-end
latency and recalibrate its environment rate rather than reuse the FPS reported here. Sampling
from the same fitted profile preserves the latency condition; it does not require the simulator
host to reproduce the source host topology.

Table 7 | Hardware used for the five profiling deployments. Each row describes the complete
two-GPU host, including GPU memory and power settings, CPU and memory allocation, and
GPU-to-NUMA placement. Because these host settings differ, the deployments do not isolate
GPU model as the only variable.

Deployment GPU
memory

Power limits
(GPU 0/GPU 1)

Host CPU and allocation Host-visible
RAM

GPU-to-
NUMA
mapping

RTX 3090 24,576
MiB

270/270 W; default
420/350 W

EPYC 7642 48-Core; 2 sockets / 192
logical CPUs / 8 NUMA; quota
73.728 CPUs

503.69 GiB 0→3;
1→2

RTX 4090 (48
GB)

49,140
MiB

450/450 W; default
450/450 W

EPYC 7B13 64-Core; 1 socket / 128
logical CPUs / 1 NUMA; quota n/r

503.51 GiB 0→0;
1→0

RTX 5090 32,607
MiB

600/575 W; default
600/575 W

EPYC 9734 112-Core; 2 sockets / 224
logical CPUs / 8 NUMA; quota n/r

755.49 GiB 0→2;
1→0

L40S 46,068
MiB

350/350 W; default
350/350 W

EPYC 9334 32-Core; 2 sockets / 128
logical CPUs / 2 NUMA; quota n/r

1007.54 GiB 0→1;
1→1

A100 SXM4
80 GB

81,920
MiB

275/275 W; default
275/275 W

EPYC 7742 64-Core; 1 socket / 128
logical CPUs / 4 NUMA; quota
61.440 CPUs

503.71 GiB 0→2;
1→1

Note. Each deployment used two GPUs and two inference workers. Power limits and NUMA mappings follow GPU
0/GPU 1 order. RAM is host-visible; quota is the cgroup CPU allocation; n/r means not recorded. The 48 GB RTX
4090 reports 49,140 MiB/GPU.
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Table 8 | Software and calibrated environment rate for each profiling deployment. Hardware-
timed and simulated evaluation use the same calibrated rate within a row. The final column
gives the number of valid action-latency records used to fit that deployment’s profile.

Deployment Driver Core runtime Kernel Calibrated
env. FPS

Valid latency
records

RTX 3090 595.58.03 CUDA 12.6
PyTorch 2.6.0+cu126
Triton 3.2.0

Linux
6.8.0-134-generic

22 𝑁𝑑 = 251,324

RTX 4090 (48
GB)

580.95.05 CUDA 12.6
PyTorch 2.6.0+cu126
Triton 3.2.0

Linux
6.8.0-90-generic

24 𝑁𝑑 = 1,172,204

RTX 5090 570.153.02 CUDA 12.8
PyTorch 2.7.1+cu128
Triton 3.3.1

Linux
6.8.0-60-generic

30 𝑁𝑑 = 1,014,625

L40S 560.35.03 CUDA 12.6
PyTorch 2.6.0+cu126
Triton 3.2.0

Linux
6.8.0-59-generic

38 𝑁𝑑 = 788,377

A100 SXM4 80
GB

570.211.01 CUDA 12.6
PyTorch 2.6.0+cu126
Triton 3.2.0

Linux
6.8.0-124-generic

23 𝑁𝑑 = 1,270,442

Note. All rows use Ubuntu 24.04, Transformers 4.57.0, and FlashAttention 2.8.3.post1. The calibrated environment
rate is selected per deployment instance. 𝑁𝑑 denotes valid, applied, non-dropped end-to-end latency records pooled
over five profiling runs of 100 episodes each; it is not the number of evaluation episodes.

F. Small-Policy Latency-Training Sweep

We run a controlled small-policy sweep over five non-mixed latency profiles and two mixed-
latency training profiles across Flappy Bird, Demon Attack, and Deadly Corridor (Figure 11).
Columns denote the training profile and rows denote the evaluation profile. Cell labels show
mean return; colors use a linear scale relative to each task’s smallest fixed train/eval delay
baseline: (1,1) for Flappy Bird and (2,2) for the other tasks, in raw frames. Thus, the heatmaps
support within-task comparisons rather than direct cross-task comparisons of return magnitude.

The figure abbreviates a normal delay distribution as N and a uniform distribution as U. For
example, N(2,1) specifies Gaussian mean 2 and standard deviation 1 before clipping, while U(1,3)
samples between 1 and 3 in the plotted delay units. Mix labels denote training across multiple
latency conditions. These are synthetic delay families, distinct from the deployment-fitted
profiles of §3.

The resulting train–evaluation matrices show heterogeneous transfer rather than a uniform
robustness improvement. Some fixed, stochastic, and mixed profiles retain performance across
parts of the evaluation grid, but the transfer pattern depends on the environment and on the
particular training distribution; no single profile consistently dominates the others. We therefore
treat this sweep as exploratory evidence about possible training effects, rather than as a general
small-policy scaling rule.

G. Temporal Resolution, Context Span, and Memory Interfaces

The observation-stride sweep (Figure 12) changes the number of environment frames between
observation/action updates. The context-window sweep (Figure 13) instead changes the
number of retained observation frames, denoted 𝐶.

In both figures, panels (a)–(c) show Flappy Bird, Demon Attack, and Deadly Corridor,
respectively. Evaluation horizons are 36,000 steps for Flappy Bird and Demon Attack and 30,000
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Figure 9 | Temporal profiles give the lowest replay error on Flappy Bird and Inverted Pendu-
lum. Rows show Flappy Bird, Inverted Pendulum, and MIKASA Intercept Grab (Fast); columns
compare Fixed, Normal, IID, and Temporal. Colors identify OpenVLA and GR00T; marker
shapes identify GPU types. Each point is one model–deployment case. Both axes report mean
return as a percentage of the same task/model zero-latency-trained policy reference. Profiles
use 25 fitting runs; points average 25 held-out runs with two consecutive episodes per run. The
dashed line marks exact agreement. Normalized mean absolute error (NMAE) gives each case
equal weight.
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Figure 10 | Temporal replay closes most of the calibration gap on L40S. Its normalized mean
absolute error (NMAE) falls from 34.75 percentage points for Fixed to 8.25 for Temporal,
averaged equally across six cases. Rows identify GPU types; columns compare Fixed, Normal,
IID, and Temporal. Colors identify Flappy Bird, Inverted Pendulum, and MIKASA Intercept
Grab (Fast); marker shapes identify OpenVLA and GR00T. Each point is one task–model case.
Both axes report mean return as a percentage of the same task/model zero-latency-trained policy
reference. Profiles use 25 fitting runs; points average 25 held-out runs with two consecutive
episodes per run. The dashed line marks exact agreement.
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Figure 11 | No training profile gives the highest return across all tasks and evaluation profiles in
this small-policy sweep. Columns specify the training profile and rows specify the evaluation
profile; the dashed diagonal marks cells that use the same single profile for training and
evaluation. N(𝜇, 𝜎) is a clipped Normal distribution over frame delays, and U(𝑎, 𝑏) samples
integer delays uniformly from 𝑎 to 𝑏; Mix denotes training across multiple listed conditions. Cell
labels are mean returns over three training seeds. Within each task, color divides the cell value
by the result obtained when the smallest fixed delay is used for both training and evaluation:
(1, 1) for Flappy Bird and (2, 2) for the other tasks. Episode limits are 3,600 steps for Flappy
Bird, 36,000 for Demon Attack, and 30,000 for Deadly Corridor.

steps for Deadly Corridor. The plots label the two profiles as Fixed delay and Uniform delay.
The fixed reference is Δ𝑘 = 2 for Flappy Bird and Δ𝑘 = 4 for Demon Attack and Deadly Corridor.
The matched uniform profile uses bounds of half and one-and-a-half times the fixed reference,
expressed in frame units: 1 to 3 for Flappy Bird and 2 to 6 for the other two environments.
Shaded regions show 95% percentile bootstrap confidence intervals, obtained by resampling
training seeds. This statistical use of bootstrap differs from the initial supervised training stage
with the same name.

The sweeps show environment- and profile-dependent optima. They do not support a
monotonic rule that more frequent observations or longer histories always improve performance.
Frame stacking in these small policies also does not isolate the effect of adding or removing
recurrence.

The left side of Figure 8 in the main text shows inference-time input and memory inter-
faces. Here KV replay reprocesses saved observation sequences during supervised training
to reconstruct attention history; it does not refer to latency-profile replay. The plotted KV
result uses packed replay, which processes the rollout jointly and lets later action losses update
earlier cached features. Serial replay processes frames one at a time and detaches past cache
states, blocking those gradients. Both use the same inference-time cache. WanOFT is a separate
temporal world-model architecture.
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Figure 12 | The observation stride that gives the highest return depends on the task and latency
profile. The horizontal axis is the number of environment frames between policy observations
and action updates, so a smaller stride means more frequent control. Fixed delay is 2 frames for
Flappy Bird and 4 frames for the other tasks. Uniform delay samples 1–3 frames for Flappy Bird
and 2–6 frames for the other tasks. Each point averages the mean returns of five independently
trained policies; shading is a 95% bootstrap confidence interval obtained by resampling those
five training seeds. Each policy is trained and evaluated with the same profile.

Table 9 | Raw returns for the visual-history comparison in Figure 8. No interface has the highest
mean on all three tasks. Training and evaluation use the same fixed raw-frame delay, shown in
each column header. Cells report mean episode return ± the Student-𝑡 95% confidence-interval
half-width from at least 20 evaluation episodes; these intervals measure episode variation for
one training run per cell. Bold marks the largest mean in each task. The OpenVLA methods use
checkpoint 4000; WanOFT uses a separate backbone and task-specific checkpoints. A hyphen
means that Ghost trail was not evaluated on Deadly Corridor.

Method Flappy Bird (Δ𝑘=3) Demon Attack (Δ𝑘=6) Deadly Corridor (Δ𝑘=6)

Single frame 368.9 ± 25.9 5671.8 ± 126.3 232.0 ± 51.3
Four separate frames 352.1 ± 28.2 6474.6 ± 117.8 227.1 ± 33.9
4-frame grid (2×2) 343.1 ± 29.5 5783.2 ± 212.5 271.1 ± 56.7
KV memory (packed replay) 382.2 ± 25.1 6483.5 ± 109.9 229.2 ± 33.2
Ghost trail 426.9 ± 13.7 5688.7 ± 312.7 -
WanOFT 425.3 ± 33.1 4608.8 ± 714.8 238.9 ± 74.2

Table 9 reports the unnormalized values underlying the right side of Figure 8, using the
corrected evaluator and raw-frame horizon. Earlier standalone evaluations supplied a single
image to some multi-frame checkpoints; a subsequent Demon Attack batch used a horizon
four times too short. Those invalidated results are excluded. The retained table is based on the
replacement evaluations documented in the experiment archive.

H. WanOFT Latency Transfer and Timing Probes

The five-frame WanOFT policy loses performance when training and evaluation use different
delays (Figure 14). Its five-frame input alone does not make the policy robust to a change in
action delay.

The linear-probe experiment trains a linear classifier on frozen features from a model trained
with a fixed delay of two frames. It asks whether a simple classifier can read action timing from
those features without updating the policy. The plotted feature labels are DiT temporal delta, a
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Figure 13 | Increasing visual-history length does not improve all tasks under latency. The
horizontal axis is context length 𝐶, implemented by stacking the latest 𝐶 observation frames.
Fixed delay is 2 frames for Flappy Bird and 4 frames for the other tasks. Uniform delay samples
1–3 frames for Flappy Bird and 2–6 frames for the other tasks. Each point averages the mean
returns of five independently trained policies; shading is a 95% bootstrap confidence interval
obtained by resampling those five training seeds. Each policy is trained and evaluated with the
same profile.

9,216-dimensional representation from the diffusion-transformer backbone, and action query, a
3,072-dimensional representation associated with action prediction. Each input control trains its
own probe on five episodes and evaluates on two disjoint episodes. The controls shuffle frame
order, repeat the current frame, or remove the latency suffix. We train a separate probe for each
input condition. Comparing the ordered-frame input with each control therefore measures how
much usable timing information remains after the frames are changed; it does not measure
whether one probe can handle a different input at test time.

The timing labels count decision steps until the next teacher flap action or since the previous
one, grouped into classes 0, 1, 2, 3, and 4+. The last class groups distances of at least four steps.
Class F1 is the harmonic mean of precision and recall; Macro-F1 averages class F1 values equally,
so frequent timing classes receive no extra weight. Higher values indicate better decoding, with
1 denoting perfect predictions.

We extract the DiT hidden states supplied to the action head with the policy frozen in
evaluation mode. For each five-frame input, we group the spatiotemporal tokens into two
temporal groups and average the spatial tokens within each group, obtaining ℎ0, ℎ1 ∈ R3072.
The DiT temporal-delta feature concatenates these vectors and their difference, [ℎ0; ℎ1; ℎ1 − ℎ0],
yielding a 9,216-dimensional representation. To obtain the action-query feature, we average all
DiT tokens, apply the policy’s learned linear projection into action queries, and select the 3,072-
dimensional query corresponding to the first action in the predicted chunk, before the MLP
action head. For each probe, feature normalization statistics are computed on the probe-training
split and reused for validation.

With ordered post-SFT context, next-flap Macro-F1 is 0.845 for the DiT temporal-delta
representation and 0.729 for the action query. Shuffling reduces these to 0.584 and 0.491;
repeating the current frame gives 0.799 and 0.592. Removing latency text changes the selected
metrics by at most 0.003. Since the data contain only one latency condition, this control cannot
establish that the representations encode distinct latency values.
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Figure 14 | WanOFT performs well mainly when its training and evaluation delays match,
despite receiving five observation frames. Columns are fixed training delays and rows are fixed
evaluation delays, both from 0 to 4 raw frames on Flappy Bird. Cell labels give mean episode
return over 20 evaluations, and color shows log10(max(𝑅̄, 1)). Each policy receives the current
frame and the preceding four frames, uses one training seed, and is evaluated for at most 3,600
steps per episode. At 30 FPS, one raw frame is 33.33 ms. Uncertainty is not shown.

The bucket analysis separates time to the next flap and time since the last flap into decision-
step distances 0, 1, 2, 3, and 4+. It provides a representation-level account of local timing, while
the rollout latency grid shows that this information is not sufficient for robust transfer.

I. Inference-Time Action Review with GPT-6 Astra

This exploratory study asks whether a frontier reasoning model can supply latency aware-
ness at inference time, without latency training. Sections 4.1 and 5 adapt the VLA through
training and timing inputs. Here we ask a complementary question: given the delay and recent
observations, can a foundation-model reviewer identify and correct an action that will arrive
too late? We use GPT-6 Astra (OpenAI, 2026), abbreviated as Astra, to review OpenVLA action
chunks. Inspired by the hybrid action-review interface in GPT-as-Policy (Su et al., 2026), the
reviewer tracks the task throughout an episode. Both models’ weights remain fixed during
evaluation.

We apply this interface to delayed, overlapping action chunks. At each observation selected
for review, OpenVLA predicts a chunk of eight actions, using the committed action prefix from
§3.1 as context. Astra assesses what earlier actions achieved and whether the new chunk will
still be appropriate when it arrives. It receives recent top and wrist camera images, measured
robot state, a visual estimate of the ball’s state with uncertainty, and a preview of robot motion
fitted from past execution.

The evaluation software invokes Astra only at prespecified review events. At each event, it
also supplies a candidate correction computed from the robot and ball geometry. Astra returns
a textual assessment, then either keeps the OpenVLA chunk or makes a correction within
predefined action limits. The returned chunk becomes context for the next OpenVLA prediction.
Later observations and the executed-action record show Astra what the earlier actions actually
achieved.
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Figure 15 | A linear classifier predicts flap timing more accurately from WanOFT features when
the five input frames remain in temporal order. Bars report validation Macro-F1, the mean
F1 score across timing classes, for predicting the number of decision steps to the next teacher
flap or since the previous flap. Policy action is the model’s direct output; all other bars use
a separate linear classifier trained on frozen features for the displayed input condition. DiT
refers to features from the diffusion-transformer backbone. Shuffling frame order reduces
post-SFT next-flap Macro-F1 from 0.845 to 0.584 for DiT features and from 0.729 to 0.491 for
action-query features. The experiment measures what timing information a classifier can read
from the representation, not whether the policy uses that information to act. Results use a single
fixed delay of 2 frames, five training episodes, and two validation episodes, so they do not test
generalization across latency values.
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Figure 16 | After supervised fine-tuning, a linear classifier predicts action timing more accurately
from diffusion-transformer (DiT) features than from action-query features. The left panel
predicts decision steps to the next teacher flap; the right panel predicts steps since the previous
flap. Bars are per-class F1 scores for distances 0, 1, 2, 3, and 4+, where 4+ combines all distances
of at least four steps. DiT features have higher F1 in the 1-, 2-, and 3-step classes in both panels.
Results use ordered five-frame input, one split with five training episodes and two validation
episodes, and no confidence intervals. Class frequencies are imbalanced.

The diagnostic supplies a known delay and pauses the simulator for review. We use a
fixed 100 ms action delay, rather than asking Astra to estimate the deployment’s latency profile.
Simulated time pauses during Astra API calls, so the reviewer’s own latency does not advance
the environment. This setting tests action review under a known delay; it does not evaluate the
combined system with hardware-timed reviewer latency.

Astra describes timing risks, but we observe few successful recoveries. We test this
interface on Intercept Grab (Fast) from MIKASA-Robo (Cherepanov et al., 2026a). We first use
a checkpoint trained without latency. Only one rollout succeeds in more than 25 trials. We
then use a checkpoint trained at the same fixed delay and examine selected policy failures.
Astra’s logged textual assessments track when each chunk will execute, relate earlier actions to
observed outcomes, and sometimes predict that the robot will miss the moving ball. However,
we observe very few successful recoveries. Figure 17 shows one such case: Astra selects a
geometry-based candidate that slows the robot arm within the permitted action range, and the
reviewed rollout grasps the ball while its paired baseline fails.

Turning timing assessments into effective control remains difficult. Astra’s logged textual
assessments correctly describe a known delay and its consequences, yet the reviewed policy
does not achieve reliable recovery or a measurable average success-rate gain. A correct latency
description is insufficient for latency-conditioned control: a policy benefits from being told the
latency when it has been trained under that latency, whereas a reviewer that describes the delay
correctly still rarely converts the description into successful actions. A real-time evaluation
would also need to measure the reviewer’s latency and account for it in action scheduling, using
the timing framework of §3.
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Figure 17 | One selected MIKASA episode shows GPT-6 Astra choosing a correction after the
unreviewed OpenVLA action misses the object. The left side compares head and wrist views
from the baseline rollout with the reviewed rollout; the plotted value is reward accumulated
up to each frame. OpenVLA predicts an action chunk, a geometry module proposes a slower
correction, and Astra (OpenAI, 2026) selects whether to apply it given a stated 100 ms delay.
The abridged interaction on the right shows the correction at frame 28 and review of the
possible grasp at frame 32. This is a qualitative example, not an estimate of average success rate.
Simulation pauses during the Astra API call, so the example does not test real-time intervention.
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J. Teacher Training and Evaluation

Each task in the 12-task benchmark uses a shared zero-latency teacher and, where applicable,
separate teachers trained under the measured deployment profiles of OpenVLA, 𝜋0.5, and
GR00T. Balance (simple) and MIKASA Intercept Grab (Fast) use the zero-latency teacher for
action-chunk DAgger.
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Figure 18 | Learning curves for the task-specific RL teachers used to label VLA training data.
The horizontal axis is the number of environment steps and the vertical axis is mean episode
return. Each curve is one training run under either zero latency or the displayed deployment
profile. Environment rates and episode limits differ across conditions, so differences in curve
height should not be interpreted as the isolated effect of latency.
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J.1. Teacher Evaluation Returns

Task Zero → Zero OpenVLA 𝑃 → 𝑃 𝜋0.5 𝑃 → 𝑃 GR00T 𝑃 → 𝑃

G
am

es

Demon Attack 8,727.15 (100) 5,605.65 (100) 2,919.80 (100) 4,035.40 (100)

Asterix 6,041.00 (100) 3,941.00 (100) 1,141.00 (100) 1,852.50 (100)

Atlantis 88,613.00 (100) 38,411.00 (100) 27,780.00 (100) 29,064.00 (100)

AirRaid 2,557.50 (10) 3,242.50 (10) 3,785.00 (10) 2,572.50 (10)

Deadly Corridor 2,116.79 (100) 1,933.82 (100) 1,397.40 (100) 2,155.71 (100)

Flappy Bird 444.60 (100) 1,233.51 (100) 1,194.79 (100) 1,995.24 (100)

Em
bo

di
ed

Ant 5,011.32 (10) 2,301.03 (10) 4,497.52 (10) 3,199.56 (10)

Hopper 2,682.09 (10) 3,657.61 (10) 2,616.17 (10) 3,814.84 (10)

Inverted Pendulum 1,000.00 (100)† 791.90 (10) 1,000.00 (10) 1,000.00 (10)

Walker2D 3,743.51 (10) 4,102.87 (10) 3,305.17 (10) 4,228.54 (10)

Balance (simple) 866.62 (64) N/A N/A N/A

Intercept Grab (Fast) 36.82 (100) N/A N/A N/A

Table 10 | Evaluation returns of the RL teachers used to label the 12 benchmark tasks. Zero →
Zero trains and evaluates without delay. 𝑃 → 𝑃 trains and evaluates with the measured profile
for the architecture named in the column. Each cell reports mean episode return, followed by
the number of evaluation episodes in parentheses. N/A marks Balance (simple) and MIKASA,
which use the zero-latency teacher for action-chunk DAgger. Figure 18 shows the corresponding
learning curves.

Games. Flappy, Demon Attack and Deadly Corridor teacher evaluations use 100 episodes
with actual seeds 104771–104870. Zero caps are 3,600/14,400/30,000 frames; profile caps are
18,000/14,400/3,600, respectively. Profile teachers are the training-selected best checkpoints of
25M-decision-step, seed-42 runs; Demon profile evaluation uses the corrected 16-way CuLE
full-game protocol: raw rewards accumulate across life losses until game over or the frame cap.
The previous first-life values are superseded. Deadly uses native 35/8.75 Hz. Atlantis/Asterix
zero teachers use 100 seeds 104771–104870 and a 14,400-frame cap, while profile teachers use
100 seeds 1000000–1000099, 60/15 Hz and a 7,200-frame cap; these are selected checkpoints of
15M-step, seed-0 runs.

AirRaid and Gymnasium control. Profile-trained teachers are evaluated over ten episodes.
OFT uses 50/12.5 Hz for AirRaid and 10/10 Hz for control; GR00T uses 50/12.5 and 5/5
Hz; 𝜋0.5 uses 10/2.5 and 5/5 Hz. Profile evaluations use IID latency sampling. Zero teachers
are evaluated over ten episodes except Inverted Pendulum. † The Inverted Pendulum zero
result uses 100 demonstration-collection rollouts, with all 100 attempted episodes retained.
The teacher checkpoint is selected at 581,632 training steps; collection uses 25/25 Hz and a
1,000-frame cap.

Action-chunk teachers. Balance (simple) uses the H1 FastTD3 checkpoint at 12,801,280 en-
vironment steps, evaluated over 64 episodes with seed 715272, 50/50 Hz and a 1,000-frame
cap. Intercept Grab (Fast) uses the shared PPO teacher’s 100-episode strict evaluation on seeds
4242424242–4242424341 at 20/20 Hz; all 100 episodes succeed.
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J.2. Teacher–VLA Performance Comparison

Table 11 | VLAs attain different fractions of their teacher’s return across tasks. Returns are mean
episode returns. The last column reports VLA return divided by teacher return; 100% means
equal returns. Ratios use unrounded returns.

Task Max steps VLA model Teacher return VLA return VLA / teacher

G
am

es

Demon Attack 7,200
OpenVLA 1,603.6 1,452.8 90.6%
𝜋0.5 980.1 907.3 92.6%
GR00T 1,305.0 1,203.1 92.2%

Asterix 7,200
OpenVLA 3,941.0 3,653.5 92.7%
𝜋0.5 1,141.0 1,015.0 89.0%
GR00T 1,852.5 1,440.0 77.7%

Atlantis 7,200
OpenVLA 38,411.0 39,229.0 102.1%
𝜋0.5 27,780.0 26,447.0 95.2%
GR00T 29,064.0 28,488.0 98.0%

AirRaid 3,600
OpenVLA 3,242.5 2,353.8 72.6%
𝜋0.5 3,785.0 3,227.5 85.3%
GR00T 2,572.5 1,586.3 61.7%

Deadly Corridor 3,600
OpenVLA 1,933.8 2,091.2 108.1%
𝜋0.5 1,397.4 1,450.8 103.8%
GR00T 2,155.7 2,090.8 97.0%

Flappy Bird 3,600
OpenVLA 392.0 373.8 95.4%
𝜋0.5 385.6 344.5 89.3%
GR00T 437.9 414.5 94.7%

Em
bo

di
ed

Ant 1,000
OpenVLA 2,301.0 1,853.3 80.5%
𝜋0.5 4,497.5 1,774.7 39.5%
GR00T 3,199.6 1,956.0 61.1%

Hopper 1,000
OpenVLA 3,657.6 424.6 11.6%
𝜋0.5 2,616.2 235.2 9.0%
GR00T 3,814.8 242.6 6.4%

Inverted Pendulum 1,000
OpenVLA 791.9 586.9 74.1%
𝜋0.5 1,000.0 830.4 83.0%
GR00T 1,000.0 1,000.0 100.0%

Walker2D 1,000
OpenVLA 4,102.9 857.4 20.9%
𝜋0.5 3,305.2 371.1 11.2%
GR00T 4,228.5 852.9 20.2%

Balance (simple) 1,000
OpenVLA 866.6 275.6 31.8%
𝜋0.5 866.6 328.6 37.9%
GR00T 866.6 267.5 30.9%

Intercept Grab (Fast) 60
OpenVLA 36.8 36.1 98.1%
𝜋0.5 36.8 36.8 99.9%
GR00T 36.8 33.5 91.0%

Max steps counts raw frames for the five games other than AirRaid; AirRaid and the remaining tasks count
environment steps.
Except for Balance (simple) and Intercept Grab (Fast), teachers use profile replay and VLAs use the Target/Real
returns from Table 1. Those two tasks compare the shared zero-latency teacher with zero-latency VLAs.
Demon Attack teacher returns include all lives within the frame limit.
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J.2.1. Evaluation Differences in the Teacher–VLA Comparison
The return ratio compares the recorded VLA and teacher means. Input representations, training,
evaluation timing and episode limits can differ, so this comparison does not isolate a distillation
effect or establish a strict upper bound. Returns are not rescaled by episode limits, and ratios are
not averaged across tasks. All results are point estimates from the existing evaluations, without
estimates of variation across training seeds.

Matched game episode limits. Flappy Bird and Demon Attack teachers are reevaluated with
the archived VLA episode limits of 3,600 and 7,200 raw frames, respectively. These are the
same training-selected checkpoints as the longer-budget teacher reference table, evaluated on a
second cohort for this comparison. Demon Attack returns accumulate across life losses until
true game over or the frame cap. The former first-life teacher returns are superseded.

Seeds and execution settings. Flappy Bird and Demon Attack teachers and VLAs use 100
episodes on seeds 1000000–1000099, 32 parallel environments and latency seed 271828. Deadly
Corridor retains teacher seeds 104771–104870 and VLA seeds 1000000–1000099. Environmen-
t/observation rates match within each task: 10/10, 60/15 and 35/8.75 Hz, respectively. Asterix
and Atlantis profile teachers and VLAs use 100 episodes on seeds 1000000–1000099, 60/15
Hz and 7,200-frame caps. These five games use architecture-specific Temporal profiles for
teacher evaluation. Temporal states persist within each replica across episodes, so matching
configuration and seeds does not force identical realized latency sequences when policies finish
episodes in a different order.

Conflicting execution labels. For Demon Attack, Asterix, Atlantis, Deadly Corridor and Flappy
Bird, the archived evaluation records label these VLA endpoints as profile replay, whereas
the manuscript metadata records an author correction identifying them as real-time RTX 3090
evaluations. The source-label conflict remains unresolved. We retain Table 1’s returns and
Target/Real designation without treating these ratios as a matched-timing comparison.

AirRaid and control evaluation settings. AirRaid and the four control tasks have ten-episode
teacher evaluations with IID profile sampling. Teacher and VLA episode limits are both 3,600
steps for AirRaid and 1,000 steps for Ant, Hopper, Inverted Pendulum and Walker2D. The
source-reported VLA means do not identify episode counts, seed cohorts or checkpoint revisions.
Environment/observation rates for AirRaid are 50/12.5 Hz for OpenVLA and GR00T, and
10/2.5 Hz for 𝜋0.5. The control tasks use 10/10 Hz for OpenVLA and 5/5 Hz for the other two
architectures, for both the teacher and the target VLA.

Reused selection seeds. Hopper and Walker2D 𝜋0.5 teacher evaluations reuse the first ten
checkpoint-selection seeds, 104771–104780; these are not independent held-out teacher tests.

Zero-latency reference only. The final two tasks compare teacher and VLA returns evaluated
without delay. Balance (simple) and Intercept Grab (Fast) use the shared zero-latency teacher for
action-chunk DAgger, so a separate profile-trained teacher comparison is N/A. The historical
single-action MIKASA profile teachers do not supervise these chunked policies.
Balance (simple) uses 64 teacher episodes with recorded evaluation seed 715272 and 64 VLA
episodes on seeds 820001–820064, 50/50 Hz and 1,000-frame caps. Its teacher outputs one action;
OpenVLA predicts eight actions and 𝜋0.5/GR00T predict sixteen. Intercept Grab (Fast) uses
100 teacher episodes on seeds 4242424242–4242424341 and 200 VLA episodes on 4242424542–
4242424741, 20/20 Hz and 60-step caps; the teacher outputs one action and all three VLAs
predict eight. Both tasks compare state-based teachers with visual VLAs. Intercept Grab (Fast)
values are episode returns, not success percentages. Different episode cohorts and action
horizons remain part of these comparisons.
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K. Scale-Up VLA Training Losses
Figure 19 shows the recorded training loss trajectories for the selected scale-up VLA runs across
ten environments.
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Figure 19 | VLA supervised-training loss under zero latency and the measured deployment
profile. Each panel corresponds to one task and model; each curve is the 50-point trailing mean
from one training run. Loss values can be compared over training within a curve, but their
absolute magnitudes are not directly comparable across tasks or model architectures.

49



L. Per-Architecture Latency Training Results
Figure 20 complements the radar chart in Figure 1 with per-architecture bars for the same tasks.
It shows the 12 tasks with complete before/after results for all three architectures. Table 1
reports the raw mean returns for the same 12 tasks. Each before/after pair uses the same
zero-latency policy’s mean return as its reference; the after-training policy does not supply a
new denominator. Appendix C documents the evaluation protocols.
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Figure 20 | Training with the measured RTX 3090 profile improves real-time return for all 36 task
and architecture pairs. For each bar, the top of the pale hatched region is the return before profile
training and the top of the solid bar is the return after training; the two regions are not additive.
Both returns are divided by the original policy’s zero-latency mean on the same task. The
dashed 100% line is that reference, so a value above 100% means that the profile-trained policy
exceeds its original zero-latency mean. Table 1 reports the unnormalized values. MIKASA uses
eight-action DAgger policies (𝐻 = 8); Balance (simple) uses chunks of 𝐻 = 8 or 𝐻 = 16. Bars
show means without uncertainty intervals.
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M. MIKASA Training and Learning Curves
M.1. Action-Chunk Policy Training
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Figure 21 | MIKASA eight-action DAgger learning curves under Zero-latency training and
Profile training. Columns correspond to the three VLA architectures. The top and middle rows
show the training losses displayed in each panel; the bottom row shows mean return during
training. Each return point averages the same 100 development episodes, except steps 0 and
5,000, which use a separate set of 200 episodes. Each curve is one training run. The endpoint is
the final checkpoint, while Figure 1 reports the best checkpoint.
M.2. Single-Action Policy Training
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Figure 22 | MIKASA single-action supervised-training loss under Zero-latency training and
Profile training. Columns correspond to the three VLA architectures; gray and rose curves
denote the two latency conditions. Each curve is one training run. Figure 2 compares these H1
SFT policies with H8 policies that also receive DAgger, so that comparison does not isolate the
effect of action-chunk length.
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M.3. Latency-Robust Training
Figure 6 compares conditioned policies at 3,500 DAgger updates on 100 development episodes
with a zero-trained policy at 5,000 updates on 200 held-out episodes. Input, action commitment,
and evaluation budgets differ, so this is not a controlled delay ablation.
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Figure 23 | OpenVLA H8 learning curves for MIKASA policies trained at fixed delays of 1, 2,
3, or 4 frames. The top panels show 50-record trailing means of the supervised and DAgger
losses on logarithmic axes. The bottom panels correspond to the four training delays; within
each panel, line color denotes the evaluation delay. Each success-rate point averages the same
100 development episodes, beginning at update 500. The action prefix contains actions already
queued for execution. Its length 𝐾 equals the policy’s training delay and remains fixed when
the evaluation delay changes. Supervised training runs for 5,000 updates and DAgger for 3,500;
each trajectory is one training run.
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N. HumanoidBench Balance (simple) Bootstrap SFT and DAgger Learning
Curves

Figure 24 shows the SFT and DAgger training trajectories for the three action-chunk policies
used in the Balance (simple) comparison.

0 2.5k 5k

10−1

Bo
ot

str
ap

 S
FT

 lo
ss

OpenVLA (H8)

0 2.5k 5k

10−1

100

π0.5 (H16)

0 2.5k 5k

10−1

100

GR00T (H16)

0 2.5k 5k

10−1

2 × 10−1

DA
gg

er
 lo

ss

0 2.5k 5k

2 × 10−1

3 × 10−1
4 × 10−1

6 × 10−1

0 2.5k 5k
10−1

2 × 10−1

3 × 10−1
4 × 10−1

6 × 10−1

0 2.5k 5k
DAgger optimizer step

0

200

400

M
ea

n 
re

tu
rn

0 2.5k 5k
DAgger optimizer step

0

200

400

0 2.5k 5k
DAgger optimizer step

0

200

400

Zero-latency training Profile training

Figure 24 | Balance (simple) learning curves for action-chunk policies trained with DAgger.
Columns show OpenVLA with eight predicted actions per call (𝐻 = 8), and 𝜋0.5 and GR00T
with sixteen (𝐻 = 16). Gray and rose denote zero-latency training and training with the
measured latency profile. The top rows show raw supervised and DAgger losses with 50-
point trailing means on separate logarithmic axes; their absolute values are not comparable
across architectures or training stages. The bottom row shows mean return on 32 fixed-seed
development episodes, from the supervised endpoint at step 0 through 5,000 DAgger steps.
All three architectures improve under both latency conditions, with larger increases in the
zero-latency runs. Each curve is one training run.
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